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Introduction

The Department of Informatics (IFI) of the University of Zurich, Switzerland works on
research and teaching in the area of computer networks and communication systems.
Communication systems include a wide range of topics and drive many research and
development activities. Therefore, during the fall term HS 2010 a new instance of the
Communication Systems seminar has been prepared and students as well as supervisors
worked on this topic.
The areas of communication systems include among others wired and wireless network
technologies, various network protocols, network management, Quality-of-Service (QoS)
provisioning, mobility, security aspects, peer-to-peer systems, multimedia communication,
and manifold applications, determining important parts of future networks. Therefore,
this year’s seminar addressed such areas in more depth. The understanding and clear
identification of problems in technical and organizational terms have been prepared and
challenges as well as weaknesses of existing approaches have been addressed. All talks
in this seminar provide a systematic approach to judge dedicated pieces of systems or
proposals and their suitability.

Content

This new edition of the seminar entitled “Communication Systems IV” discusses a number
of selected topics in the area of computer networks and communication systems. The first
talk on“Is the Cloud Green?” addresses cloud computing and green ICT (Information and
Communication Technology). Talk two on “Economic and Technical Analysis of BotNets
and Denial-of-Service Attacks” gives an overview of denial of service attacks and with that
the existence of big collections of compromized computers also known as BotNets. Talk
three on“Environmental Monitoring Using Sensor Networks ”discusses the environmental
monitoring by means of sensors, describes the generic functioning of environmental sensor
networks and points out the main advantages as well of challenges of this application. Talk
four on“DNS Security Extensions ”presents various types of DNS (Domain Name System)
security flaws and it introduces DNSSEC as a new standard to address these flaws. Finally,
talk five on“State of the Art of Service Component Architecture ”gives an overview of the
Service Component Architecture as a recent specification to simplify and unify application
development within the context of a SOA (Service-Oriented Archtitecture).
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Seminar Operation

Based on well-developed experiences of former seminars, held in different academic en-
vironments, all interested students worked on an initially offered set of papers and book
chapters. Those relate to the topic titles as presented in the Table of Content below.
They prepared a written essay as a clearly focused presentation, an evaluation, and a
summary of those topics. Each of these essays is included in this technical report as a
separate section and allows for an overview on important areas of concern, technology
architectures and functionality, sometimes business models in operation, and problems
encountered.
In addition, every group of students prepared a slide presentation of approximately 45
minutes to present its findings and summaries to the audience of students attending the
seminar and other interested students, research assistants, and professors. Following a
general question and answer phase, a student-lead discussion debated open issues and
critical statements with the audience.
Local IFI support for preparing talks, reports, and their preparation by students had been
granted by Hasan, Fabio Hecht, Guilherme Machado, Andrei Vancea, Martin Waldburger,
and Burkhard Stiller. In particular, many thanks are addressed to Martin Waldburger
for his strong commitment on getting this technical report ready and quickly published.
A larger number of pre-presentation discussions have provided valuable insights in the
emerging and moving field of communication systems, both for all groups of students and
supervisors. Many thanks to all people contributing to the success of this event, which
has happened in a lively group of highly motivated and technically qualified students and
people.

Zürich, January 2011
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Chapter 1

Is the Cloud Green?

Mirko Basciani

As with most new technology or paradigms, hopes are always held up, that it will help in
dealing with old problems. In trying to answer the questions, whether clouds are green or
not, one has to face the following problem: both terms have many aspects. As the paper
will show, many answers given by the current research focus on one aspect of the term,
namely datacenters and power consumption. Both reductions of the terms make giving a
definite answer to this difficult question.
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Mirko Basciani 9

1.1 Introduction

Cloud computing is a relatively new term in the computer industry. As such, the expres-
sion is used in multiple ways. There are some people1 which claim, that “the cloud” is
a buzzword. Its sole purpose can be boiled down to marketing: it is a new label, under
which old technology or principles can be sold again. As I will try to show, cloud com-
puting incorporates older principles (like grid computing) but in its implementation, it
differs from them in non trivial and therefore interesting ways. Still, one cannot deny
that the current interest in clouds and its endosement by big companies can be easily
exploited in order to gain the public eye. In recent years, a steady increase in numbers of
research papers have been published on the subject. If one enters “cloud computing” as a
search term in the IEEE explore database, the number of hits increase dramatically over
the years: there are 48 documents, which contain the term and have a publication date
in 2008. for 2009 the number increased to 319. For 2010 (january to october) the number
nearly doubled to 534. One of the reasons for a company to switch to this new type of IT
infrastructure is the assumption, that cloud computing is “green”, i.e: that it has some
benefits over older models of IT infrastructure in terms of environemental impact. As I
will try to show, cloud computing has the potential of being more energy efficient than the
current state of affairs is. Still, there are some possible effects of cloud-based computing,
which counteract the gain in efficiency. Secondly, most research papers limit themselves
in analyzing only a certain element of a IT infrastructure (e.g. datacenters) and one way
of mitingating the environemental impact of their computer systems.

1.2 What is a Cloud?

Currently the most elaborate definition of the term “cloud computing” comes from the
National Institute of Standards and Technology (NIST) [1].

Cloud computing is a model for enabling convenient, on-demand network ac-
cess to a shared pool of configurable computing resources (e.g., networks,
servers, storage, applications, and services) that can be rapidly provisioned
and released with minimal management effort or service provider interaction.
This cloud model promotes availability and is composed of five essential char-
acteristics, three service models, and four deployment models. [author’s
emphasis)]

In a first step, I will try to explain the aforementioned characteristics and service models.
By providing those explanations my goal is to emphasize the fact, that some of the features
of a cloud could lead to a better allocation of resources but it would be a huge jump to
conclude on this base that cloud computing is inherently green.

1.2.1 The Five Characteristics of a Cloud

According to the NIST definiton of cloud computing, a cloud has the following essential
properties:

� On-demand self-service

� Rapid elasticity

� Measured service

1One of the most prominent critics is Oracles co-founder and CEO, Larry Ellison. His most famous
“rant” is available online http://www.youtube.com/watch?v=0FacYAI6DY0
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� Broad network access

� Resource pooling

Clouds offer the possibility to the consumer 2 to automatically be able to get access to
resources like server time or network storage, on-demand. The cloud provides its resources
in a dynamic way. In a ideal case, activating or shutting down hardware happens without
requiring human administration and in a quick manner (rapid elasticity. As we will see,
an example for such offered elasticity are virtualized3 systems. In order to provide this
capability, the cloud must be able to track and control its resources. This metering also
can be visible for the consumer, which then can be charged for its individual use of a
cloud.
As the fourth feature, a cloud should offer a broad network access, so that a wide variety
of devices (Laptops, Handhelds, Smartphones etc.) can use a cloud-based service.
The most complex feature of a cloud is resource pooling. To quote again from the NIST
definition:

The provider’s computing resources are pooled to serve multiple consumers
using a multi-tenant model, with different physical and virtual resources dy-
namically assigned and reassigned according to consumer demand. There is a
sense of location independence in that the customer generally has no control
or knowledge over the exact location of the provided resources but may be
able to specify location at a higher level of abstraction (e.g., country, state,
or datacenter). Examples of resources include storage, processing, memory,
network bandwidth, and virtual machines.

Through the broad network access a cloud provides, the old idea of terminals or thin
clients which connect to a mainframe seems to be returning. In order to save energy, thin
clients with low voltage CPUs and virually no storage could be deployed. Thin-client
computers draw about a fifth of the power of an ordinary Desktop PC[2]. To say that
this fact alone already shows, that cloud-computing is a way to save power, would be, of
course, jumping to conclusions. The workload and therefore the necessity to have powerful
machines is simply shifted to the datacenter(s). It is therefore worthwile to examine their
side of things when we are to determine, whether there is some inherent feature, which
makes the cloud greener than existing models of IT infrastructure.
The most promising properties of a coud in terms of reducing energy consumption are
the following:resource pooling, rapid elasticity and On-demand self-service all seem very
attractive for greening the IT infrastructure of a company. They all counteract the cur-
rent developement in datacenters. A study conducted by the green grid4, an organization
who tries to improve energy efficiency, identifies the following circumstances as key con-
tributers in making datacenter-powermanagement rather difficult [3]. Due to the low price
in obtaining new servers, it is no longer a upper-level management decision to buy new
servers. Application managers therefore often ask for new dedicated servers for each new
application. From the administrators perspective, more often than not, there is almost no
time to deal with unused servers and current administration tools make it hard to deter-
mine actual server usage. As a result, in each datacenter there are a increasing number
of servers with no telling on how much of them are actually used. The respondents of the
study stated that

2I will follow the terminology as it has been outlined by the NIST. A customer is anyone or anything
that uses a cloud based service

3If not specified, the term virtualization will be used to refer to technologies like VMware vCen-
ter�Server

4url: http://www.thegreengrid.com
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43% have up to 5% unused servers, 45% have 5% to 25% unused servers, 5%
have 25% or more unused servers, 7% of respondents don’t know.

The study concludes:

If we ignore those who do not know how many unused servers they have, then
all the remaining respondents have an average of 10 percent unused servers
in their data centers. According to a report from McKinsey & Company,
the world has a total of 44 million servers. Scaling up the survey results,
we therefore estimate that there could be 4.4 million unused servers around
the globe. At 400 watts per server per day, each unused server accounts for
3,504 kilowatt hours (kWh) of energy consumed annually. Assuming a rate
of $0.10 per kWh, when we multiply the yearly consumption by 4.4 million,
we’re faced with a potential 15.4 billion kWh and $1.5 billion wasted every
year on powering unused servers.

By providing a service infrastructure which offers on-demand self-service as described
earlier, there is no need for an application manager to wish to deploy new servers for
every new application. Through the properties rapid elasticity and resource pooling, server
utilization may be increased by just shutting down unneeded servers.
It seems, that just by examining the features of a cloud, the model is highly beneficial to
anyone trying to save energy.
In order to clarify the term cloud computing even further, In the next part I will explain
the three service models of a cloud. Again, the focus will not be on the technical side and
answer questions concerning the implementation of such services but on whether there
is a potential to lessen the impact on the environement caused by large-scale computer
systems.

1.2.2 The Three Service Models of a Cloud

The first service model is called IAAS (infrastructure as a service). This service model can
be subsumized under the well known principle of an outsourced Datacenter. As a result, a
client is able to run everything starting from an operating system to applications, without
having direct control over the underlying hardware [1].
The second possible service model is called PAAS (platform as a service) of which Googles
App Engine is one of the most cited example. Using tools and a so-called “process virtual
machine” offered by the provider, customers are able to run their programs. Again, the
consumer has no control over the infrastructure necessary to run its program on.
The last model is the so called software as a service architecture (SAAS ), e.g.:

The capability provided to the consumer is to use the provider’s applications
running on a cloud infrastructure. The applications are accessible from various
client devices through a thin client interface such as a web browser (e.g., web-
based email).

Up to this point, we only looked at the server side and how they can save energy. Just
by reading the definitions, one gains the impression that the SAAS -model could provide
the possibility of creating a less power consuming IT infrastructure. This possible benefit
is dependent of the way users access the service. This contribution of the end-user infras-
tructure to a green cloud is often neglected. It will be a point which will be discussed in
the next chapter.
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1.3 Green Clouds?

Whitepapers from VMware or Intel seem to focus on one and one thing only: virtualization
Citing a VMware whitepaper [4]:

In addition to reducing costs and improving flexibility, the ability of businesses
to right-size their IT infrastructure using VMware virtualization technology
helps the environment. Every server that is virtualized saves 7,000 kWh of
electricity and four tons of carbon dioxide emissions per year. With more than
a million workloads running on VMware Infrastructure, the aggregate power
savings are about 8 billion kWh, which is more than the heating, ventilation
and cooling electricity consumed in New England in a year.

A case study conducted by Intel [5] states, that by buying Intels latest generation of server
CPUs BMW they where able to achieve the following for the german car manufacturer
BMW. The . By consolidating servers on a ratio of 30:1 and achieving a high degree of
server virtualization on top of Intels latest server-line CPUs, the company expects a 20 %
reduction in energy used, which will lead to 10% in cost savings.
For the following argumentation, I would like to stress the fact, that both whitepapers
steer in the direction already outlined in the beginning of this chapter: it seems that, in
order to save energy, a company has to buy the latest generation of CPUs and deploy a
highly virtualized datacenter. So if one tries to answer the question, whether the cloud
is green or not, the answer depends solely on whether a datacenter has been built with a
focus on low enegy consumtion. As I will try to show, this focus on datacenters can be
misleading, if one is to determine, whether the cloud, as a concept which includes also
end-users, is green or not.
Even though being more power efficient has become a priority for Intel [5], the hardware
provided by the chip manufacturer is a hurdle for the effort of datacenters to provide
the optimal platform for cloud services. As the example of one of the currently biggest
provider of such services [6], Amazon, shows, the currently available kind of server is
ill equipped for handling a vast number of microinstances, as Amazon calls it’s virtual
machines. To quote the conclusion of the article:

In this work, we focus on establishing that work done/dollar and work done/joule
are the correct measures of server value for high- scale services. We show that
hardware costs and fully burdened power costs dominate the cost of deliver-
ing high-scale services. We report on investigations into where the power is
dissipated in a high-scale data center. This investigation serves two purposes:
1) it shows where more research into power savings can deliver value, and 2)
it provides the motivation for our work on Collaborative Expendable Micro-
slice Servers (CEMS). We documented the CEMS server prototype hardware
design and showed performance results of CEMS running a production, com-
mercial service workload. We compared these performance findings against
the server design currently in use by this commercial service and showed the
new design is superior when measured by work done/dollar, work done/joule,
and work done/rack. Finally we discuss future plans to improve the CEMS
design and further drop power consumption by 50% and reduce cost further
without negatively impacting the metrics of interest. Our findings support the
assertion that current server designs are not well optimized for mega-services
and that custom power and cost optimized server designs can produce much
better value [11].

Although Intel produces a suitable CPU (the Atom -processor family), they currently do
not offer them for lage scale server systems as outlined in the whitepaper.
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To summarize our current findings: Current industry efforts are focused on making data-
centers more green, e.g. making CPUs more power efficient and switching to a virtualized
(consolidated) IT infrastructure. Both efforts get in line with the paradigm shift to a
cloud based IT environement. But of all things, a cloud would include also a change on
how server-based resources are accessed (via thin-clients, for example). As a second point,
the use case of a cloud makes also a certain server hardware preferable. As we have seen,
the efforts of the industry seem to stop at both points.

1.4 Green Datacenters

By gaining a clearer understanding on why companies try to become more green, one can
explain the current focus on datacenters. After all, reducing resources used and greenhous
gases produced is a huge effort. If cloud computing really leads to a greener IT, one can
expect not only a deployment of clouds but also see, to what types of usages it leads.
As it will be shown, some of those usages could make it less attractive for a company to
become green.
There are two possible reasons to become more green as a company:

1. Monetary reasons

2. Compliance to governing laws

1.4.1 Monetary Reasons for Green IT

As we have seen on the previous examples and whitepapers money can be saved by
consuming less electrical power. Since energy costs make out nearly 30% of the operating
expenses [2], cutting the number of kWh seems to be a very promising way to lower the
costs for IT:

We argue that the construction and operation of extremely large-scale, commodity-
computer datacenters at low- cost locations was the key necessary enabler of
Cloud Computing, for they uncovered the factors of 5 to 7 decrease in cost of
electricity, network bandwidth, operations, software, and hardware available
at these very large economies of scale [7].

The quoted article written by a group of engineers from the university of California,
introduces again a very important detail about saving money through energy consumption:
it is not necessary to reduce power consumption to reduce power costs. By moving
the datacenter to a location, where electrical power is cheaper, a company can get the
same beneficial effect of being green whithout actually doing anything to try to lower
co2 emissions caused by its datacenters. There is at least one technique possible by a
cloud-based IT infrastructure, which brings this matter to a head. The following the
moon - principle [8]. This operation model, which has only been made possible by new
technologies and methods associated with cloud computing. Following the moon means
deploying datacenters around different timezones and dynamically shifting the highest
workload to servers which are operating during night hours since the price per kWh of
electricity is normally lower during night hours.
A second monetary reason: people like companies who care for the environement:

An enterprise gets a ’Green IT’ tag when it helps save valuable natural re-
sources. Green tag does improve the image of a company and makes them
more likely to be favored by people at the time of energy crisis. A recent sur-
vey has found that the ’green’ tag of companies alone were able to master a
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17% increase in customer acquisition, 31% increase in customer retention and
a 69% raise in customer satisfaction. They have stated that the ’Green route’
has helped improve their customer loyalty. Going by the modest of values that
would lead to about 5% increases in annual profit. There are also government
incentives for companies trying to ’go green’ [9].

In recent years, governements around the globe have become aware at the necessity to
regulate their co2 emissions. This largely affects decisions involving building new power
plants and by extension also introduces the necessity to determine, how much of electrical
power is used by datacenters. With the rise of cloud computing, finding regulations
or offering incentives for being green will become very important since the number of
datacenters will increase, as the demand for all types of internet-based services gets bigger.

1.4.2 Regulations for Green IT

Since 2007 Energy Star and affiliate European institutions are interested in the power
consumption of datacenters, because they amount to 1.5% of power consumption in the
US and have one of the biggest grow rates ( 103% increase until 2011) [10].
A paper released by the ’Efficient Servers Consortium’ projects an increase for europe as
shown in Figure 1.1. The experts suggest the following:

Figure 1.1: electric power consumption for the scenarios “business as usual”, “moderate savings”
and “forced savings”.

The second moderate savings scenario [yellow] assumes higher levels of virtu-
alization, higher shipment numbers for energy efficient hardware and a higher
degree of implementation of power management.

Again, the term “cloud computing” is missing from the report. This seems to suggest,
that deploying clouds is not considered a priority, but making datacenters more efficient
by using the latest hardware and trying to opt for a highly virtualized IT environement
and constructing th actual building according to the newest standards of cooling etc.
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1.5 The Users Role

Missing in almost all reports concerning cloud computing and energy saving is the role of
the user. As we have seen so far, making datacenters as energy efficient as possible is the
main concern of most technologies. But what about the end user? He, too, is a crucial
component of a cloud, if we are to determine whether clouds are green or not. To put it
in other words:

As the efficiency of cloud computing increases, more services will develop and
while each service or transaction will continue to use less energy, there is
a strong possibility that, in aggregate, computing will use more energy over
time. The challenge is to ensure that the services provided in the cloud actually
replace current activities of higher carbon intensity. As an analogy, a study on
music distribution shifting to an online model demonstrated significant carbon
savings – as long as consumers do not also burn the downloaded music onto
CDs [12].

As stated multiple times in this paper, one of the methods in saving energy would be the
usage of thin clients. Othewise, the energy consumptions just add up: it doesn’t matter
how efficient the underlying datacenters are: if a user accesses google docs with his power
hungry game-rig, the overall power used is higher, compared to the case where the user
just opens a local word processor.
As one of the advocates of cloud computing, Simon Wardley, Software Service Manager of
Canonical, expresssed on multiple occasions, the high availability and reliability of cloud-
based services ultimately can lead to a higher overall usage of elecrical power, because
people will use them more and more.
As a final thought on the subject: by just focusing on the amount of kWh that can be
saved by using virtualized servers, current research has simplified “green IT” too much. It
is therefore necessary to point out the things left out by those studies and use cases. As
outlined in an IT Pro article [2]:

To comprehensively and effectively address the environmental impacts of IT,
we must adopt a holistic approach that addresses the problems along the
following four complementary paths:

� Green use. Reduce the energy consumption of computers and other in-
formation systems and use them in an environmentally sound manner.

� Green disposal. Refurbish and reuse old computers and properly recycle
unwanted computers and other electronic equipment.

� Green design. Design energy efficient and environmentally sound compo-
nents, computers, servers, and cooling equipment.

� Green manufacturing. Manufacture electronic components, computers,
and other associated subsystems with minimal or no impact on the envi-
ronment.

There is currently no study, which investigated the amount of co2 produced and the
amount of electrical energy consumed in the production of the new, more power efficient
servers. As with every other technology one cannot just claim that he saves the environe-
ment by comparing values (like the production of greenhouse gases or other substances,
which damage the environement) of the two generations of machines. This kind of re-
search - the concept is more commonly known as ’life cycle thinking’. 5- has yet to be

5For a brief overview of the concept see the website of the European Commission’s Institute for the
Environment and Sustainability. http://lct.jrc.ec.europa.eu/
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provided for clouds. If we take this broader, more elaborate definition of “green IT” into
account, “cloud computing” and “green IT” become, at least at some level, contradictions.
The aforementioned article suggests:

We shouldn’t throw away old computers, monitors, and other IT hardware
anymore, as they can cause serious environmental problems. We should try to
give life to them in environmentally sound ways by reusing, refurbishing, or
recycling them.

As the BMW usecase tried to establish, one should buy new hardware and deploy virtu-
alized servers to reduce power consumption and help reduce the environemental impact
of its IT. The Amazon usecase claimed, that for the different needs of a cloud, one should
opt for a new type of server infrastructure. As a summary: as soon as one broadens the
scope and tries to include the users role (wich is part of the cloud) or the whole life cycle
of a IT infrastructure (which is part of current considerations on “green IT”), suddenly it
becomes very difficult to determine, whether the cloud is green or not.

1.6 Conclusions

In this paper, it was intented to show, that the new paradigm“cloud computing”offers the
potential of being more green than its alternatives, due to the possibility of using given
resources (storage, CPU-time etc.) more efficiently, On a conceptual level, the document
tried to show, that there are many possible opportunities to save energy. Properties of a
cloud like resource pooling, rapid elasticity or the ability of a cloud to offer consumers its
services on demand (as opposed to letting the machines just run and consuming energy by
ideling) are certainly a way of making IT infrastuctures less energy consuming . Looking
at case studies, we have seen, that a focus in determing, whether cloud computing really
saves energy, are datacenters. Different vendors establish the claim, by either running
new software or buying new hardware, a datacenter can cut energy consumption and
therefore money spent for electricity, drastically. Still, this is enough to claim, that cloud
computing is green. Due to the high reliability and ease of access, cloud-based services
will be used just because they are there. Why should anyone use USB-Flashkeys, when
he is offered storage and an all automated synchronization (like dropbox or ubuntu one)
of his files through a cloud-service? It remains true for all research, that if the scope of
the inquiry is too wide, one has to deal with too much objects and will not be able to
make any claims at all. In the case of cloud computing and green IT, it is nonetheless
justified to point to the fact, that based on the currently available data, there is no way
to tell, whether the cloud is green or not.
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Chapter 2

Economic and Technical Analysis of
BotNets and Denial-of-Service
Attacks

Roman Studer

One of todays threats flowing around in the internet is the usage of denial of service
attacks and with it the existance of big collections of compromised computers also known
as BotNets. This denial of service attacks are a serious threat to all the companies that
depends on the availability of their online services. To run a successful denial of service
attack in most of cases BotNets are used. BotNets are built by a large number of compro-
mised computers which means that this is a threat to everyone who is using a computer
connected to the internet. Originally these BotNets have only been used by its creator.
Nowadays, BotNets can be rent or bought online (by third-party persons) and easily set
into action.
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2.1 Introduction

BotNets and denial of service attacks are some of the biggest internet threats today. Not
so long ago a few web based services like WikiLeaks and some Swiss political webpages
have been brought down (using DoS – Denial of Service). The press claims that the reason
for the unavailability have been Distributed Denial of Service attacks [11] [17].
This paper will focus more into details about BotNets and denial of service attacks and
why the numbers of bots are growing today.

2.2 Denial of Service & BotNet Terminology

This first chapter shows how Denial of Service attacks work and how BotNets are built.
At the beginning there will be more about how denial of service attacks evolved over time.

2.2.1 Denial of Service (DoS)

With a Denial-of-Service (DoS) attack a malicious actor wants to bring down a network
service by flooding it with useless traffic. According to it, the attack is only possible as
long as the attacker has more bandwidth available than the target.
The technology used in DoS evolved over time and brought up some variations of the
basic/typical DoS attack [19]. This evolution is based on user’s motivation to establish a
Denial of Service without getting caught and to adapt the changes in network security.

2.2.2 Distributed Denial of Service (DDoS)

To overcome the boundaries on a single source DoS attack the users just extended DoS
to use more than one machine for an attack.
Another advantage of using multiple sources in an attack is that it makes more difficult
– or even impossible – for the target to identify the source of the attack [19]. The more
layers an attacker puts between him and the target the greater are the chances of avoiding
detection.

2.2.3 Distributed Reflected Denial of Service (DRDos)

To turn an attack even worse, malicious users have found another way of extending the
DoS. The Distributed Reflected Denial of Service attack introduces another layer forcing
uncompromised machines to participate in the attack. Normally by using DNS servers to
act as reflectors the attack is able to send several times more traffic than originally was
created [19].

2.2.4 Types of Denial of Service Attacks

Denial of Service attacks are divided into two groups which are defined by how the attack
tries to bring down a target. The most common way of such attack is by depleting the
available bandwidth of the target. In such an attack the attacker floods the target with
useless traffic to prevent the flow of normal traffic. A less preferred method of attack
is resource depletion where the attacker tries to overwhelm the targets processing power
[19].
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2.2.4.1 Bandwidth Depletion

There are two primary types of bandwidth depletion: flooding and reflection.
The flooding attack differs in what type of packets are being sent to flood the targets
bandwidth. With the UDP flood attack there are a large number of UDP packets sent
to different ports. The targets machine checks every port for a listening application and
replies to the sender [19]. The ICMP flood attack uses ICMP ping packets instead and the
target tries to answer to every packet as well. In both attacks the attacker will increase
the number of packets sent until the target is overloaded and not able to answer any more
packets.
The reflection or amplification attack sends packets with forged IP source addresses to
have the packet reflected to the target. Reflection is also a good way to hide the original
source of the attack as the packets are sent from the reflecting machine which is maybe
a DNS server [19]. Today this attack is getting easier to mitigate using modern routers
and firewalls.
The combination of a flooding attack with reflection is called fraggle and smurf. With
this attack the UDP / ICMP packets are sent to a reflector which forwards them to the
target.

2.2.4.2 Resource Depletion

A rather rarely used Denial of Service attack is the one by trying to deplete the targets
processing power.
The TCP SYN attack or also called Synflood is using the TCP handshake procedure.
The TCP handshake starts with a SYN (synchronization) packet on which the other side
answers with an ACK (acknowledgement) packet and expects an ACK packet from the
initiator. By sending many SYN packets the target will be waiting for an ACK packet on
every started handshake. Eventually this will lead to a complete depletion of the targets
processing power.
The PUSH and ACK attack works with TCP as well but in this attack the SYN packets
instruct the target to load all the communication data into a TCP buffer which will
eventually overload.
A simple way to start an attack is spidering through the webpage provided by the service.
This attack is also called recursice HTTP flood and works the same way as the famous
googlebot does. The attack starts with a single given HTTP link and follows every link
in it in a recursive way.
Other attacks that are attempting to exploit vulnerabilities in TCP/IP are Teardrop
(“Bong and Boink”), Land and Naptha [19].

2.2.5 BotNet

Starting a distributed denial of service attack needs a whole bunch of machines. According
to various sources [16] [19] it’s very easy to compromise a computer. As soon as a computer
is compromised it can be used to engage in malignant activities. A so called “Bot” is
created. One bot as itself cannot be very harmful but as a user gathers a collection of
bots and binds them together, the user is creating a “BotNet” which has a much high
bandwidth capability. The communication between the bots is using a specific control
channel which is owned by the bot herder or bot master.
Today these BotNets are used for many Internet threats like spam or phishing. The
different kind of possible attacks that can be ran by a BotNet are described in a later
chapter.
To bring up the connection to distributed denial of service attacks, despite the obvious
one which is using the bots to run the attack. The BotNet has other advantages for the
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attacker. To separate themselves more from the attack they even began to use bots for
control purposes.

2.3 Technical Aspects

The next section shows how BotNets are built, which means how they are constructed and
how the BotNet functions are controlled. In a first part the different types of commonly
used BotNet architectures are described. The second part is showing more details about
the control channels that are used in BotNets.

2.3.1 BotNet Architecture

There are two types of commonly used BotNet architectures which differ in how they are
accessed by the bot master. Centralized BotNets is the architecture that was used by the
first BotNets. The BotNet gets accessed by one or more permanently defined servers. In
dezentralized BotNets, the BotNet can be accessed by each bot inside it.

2.3.1.1 Centralized BotNet

The originally most common centralized BotNet architecture is using one central command
and control center. To forward commands the control center contains a list of all available
bots in the BotNet [14].

Advantage Disadvantage
Fast transfer between con-
trol center and bots by us-
ing a direct communication.

Single point of failure. By
bringing down the control
center the whole BotNet is
lost to the bot master.

Table 2.1: Single Central Command and Control Center

To avoid a single point of failure the control center got extended to use multiple command
and control servers instead of one. These servers work as failover by communicating
amongst each other as they manage the BotNet [8].
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Advantage Disadvantage
By placing the control
servers on different ge-
ographical locations the
communication to bots
could speed up (if closely
located).

Using multiple control
servers in the command
and control center needs
more fine planning at the
bot master side.

The BotNet will get more
resistant to legal shutdown
requests if the control
servers are set in different
countries.

Table 2.2: Multiple Central Command and Control Center

The third and last centralized BotNet architecture is the one using a hierarchical topology.
In this architecture the bots have the ability to deliver command and control instructions
to previously defined bots. Bot servers has mostly higher availability so they can be used
to control bigger sections of the BotNet [8].

2.3.1.2 Dezentralized BotNet

In a decentralized BotNet architecture, the BotNet does not have a centralized command
as a controlling center. The control commands can be sent to every bot and the bot will
forward them to all known bots. It means that every bot in the BotNet needs to know
about some other bots.
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Advantage Disadvantage
Using this architecture the
BotNet is already splitted
into various sections con-
trolled by a bot server. This
makes it easier to rent or
sale just a part of the Bot-
Net with a single command
and control server.

The communication be-
tween bot master and
BotNet depends on the
bot servers. Because of
that, the communication
typically suffers latency
issues and using the BotNet
for real time activities
gets more complicated and
maybe even impossible.

Table 2.3: Hierarchical Central Command and Control Center

Advantage Disadvantage
By getting rid of the control
and command center, and
by using multiple commu-
nication paths, the BotNet
gets very resilient to shut-
down or takeover attempts.

There are still issues with
command latency in P2P
BotNets. However, as
there are more communica-
tion links between bots it
is not a real problem when
compared to a centralized
hierarchical BotNet.
As every bot knows other
nodes in the BotNet, other
bots can be enumerated by
just running a monitoring
process.

Table 2.4: P2P Decentralized Command and Control Center

2.3.1.3 Hybrid P2P

Wang [12] proposes that the current P2P BotNets will be replaced by a new hybrid P2P
BotNet that will be more adjusted to the current needs. According to Wang [12] it does
not need a bootstrap procedure which means it is easier to create. The communication
works by giving each bot a fixed and limited list with peers. Thus by capturing one
bot it will not expose all the others. This lists can be frequently updated by the bot
master which reorganizes the whole BotNet. Monitoring works with a report command
that instructs the bots to report to one specific bot.
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2.3.2 BotNet Communication

A bot master should send commands to every bot in the BotNet. As mentioned at the
BotNet terminology, this is done by using a specific control channel. To use a channel, it is
essential that a network connection is opened between a zombie (machine on which the bot
is installed) and the control center, the bot server or, other bots [14]. For this connection
there can be used various network protocols that define how the communication works.

2.3.2.1 Internet Relay Chat

The first created BotNets have been controlled with internet relay chat (IRC). Using IRC
as control channel each zombie connected to an IRC server waits for commands or sent
status messages on a predefined channel [14].

2.3.2.2 Instant Messaging

Another possible communication is using instant messaging (IM) services like MSN, ICQ,
Skype, or others. This kind of communication got never really popular because in order
to use it, each bot should always have an instant messaging account [14].

2.3.2.3 HTTP

Using HTTP as control channel is a new and very fast growing type of BotNet communi-
cation. In this communication a single bot connects to a specific web server and transfers
data to or receives commands from it. As it is reasonably easy to create this type of
communication, it got really popular over the past years [14].

2.3.2.4 Others

To hide the existance of BotNets the creators have been very creative on finding new ways
for communication. There are examples of BotNets where they used social networking
platforms like Twitter [2] or Facebook [3] as control channels.

2.3.3 Cloud Based BotNet

A currently growing trend is cloud computing. A cloud is providing internet based com-
puting where a user can use shared resources, software ,and information on demand. As
described in the BotNet terminology, a BotNet is a collection of computers which provides
some actions to the bot master with some predefined functions. The obvious difference
between a cloud and a BotNet is that the bots inside a BotNet are compromised machines
and mostly used for illegal purposes. But as there are many similarities the cybercriminals
could use the cloud services for their purposes [13].
The next sections describe how two famous cloud platforms work, the Google App Engine
and Amazon Elastic Compute Cloud. At the end, there is a short introduction to the new
concept of Attack-as-a-Service (AaaS).

2.3.3.1 Googles App Engine

In the scope of Google App Engine users are able to place web applications in Googles
infrastructure and use the cloud’s CPU, memory, and storage. In cloud computing terms,
this is called Platform-as-a-Service (PaaS).
In November 2009 security researchers from Arbor Networks discovered that a BotNet was
sending queries to an application that was hosted on Google App Engine. Investigating
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about these queries, they found a malware in Googles App Engine that was being used
to relay URLs to zombies [1].

2.3.3.2 Amazon Elastic Compute Cloud

The Amazon Elastic Compute Cloud (EC2) gives the user the ability to rent virtual
computers and pay the usage by the hour. In cloud computing terms this is called
Infrastructure-as-a-Service (IaaS).
As happened with Google App Engine, the Elastic Compute Cloud also got used by a
BotNet during November 2009. The famous Zeus BotNet used a virtual computer in the
cloud as a command and control center. More information about Zeus will be show in the
next chapter.

2.3.3.3 Attack-as-a-Service

Adapting the cloud computing model with Everything-as-a-Service to the usage of Bot-
Net, it generates the new expression called Attack-as-a-Service. This would mean that
an attacker may ran a denial of service, spam, phishing or anything else using a cloud
platform.
There are two ways how a cloud can be used in attacking computers. As it already
happened with Google App Engine and Amazon Elastic Compute Cloud, the cloud can
be used to host a BotNet command and control center. The architecture that a cloud
provides is a perfect basement for using within BotNets. It has high availability and
somehow hides the original source of the attack as it will be relayed through the cloud.
Another approach would be to rent single instances in the cloud to use them as bots itself.

2.4 Economical Aspects

The next part will show the economical aspects of BotNets and denial of service attacks.
It is divided into two separate topics. First it shows how BotNets and especially denial of
service attacks do affect companies. The second section is getting into more details about
how BotNet can be used to make money.

2.4.1 Financial Impact by Denial of Service attacks

Denial of service attacks can cause various types of financial costs to a company. For
companies that depends on online functionalities like e-banking and ecommerce businesses,
the revenue out of online functions will be lost during system unavailability. A company
can also suffer monetary penalties as a result of losing the ability to meet service level
agreements. And by failing to provide an agreed service the company could cause damage
to a third party and be faced litigation and charged accordingly. After an attack, a
company mostly invest in analysing the attack and aiming to avoid any other attack of
the same kind. The company has also to invest in recovering the services to their normal
working state. And last, as critical services have been interrupted for a substantial amount
of time this may cause investors getting uncertainty about the future of the company,
possibly resulting in a fall of the stock price [4].
The Forrester Consulting company interviewed five companies with a “five-nine require-
ments”, which means that their services should not have more than 5.25 minutes downtime
in each year [7]. According to Arbor Networks [4] a distributed denial of service attack
does bring down a service for, in average, two to six hours.



28 Economic and Technical Analysis of BotNets and Denial-of-Service Attacks

Company
A

Company
B

Company
C

Company
D

Loss of
revenue
per hour

$19 million $240,000 $650,000 $190,000

Line of
business

E-banking E-banking eCommerce eCommerce

Average
loss in an
attack

$38-114
million

$480,000-
1,440,000

$1,300,000-
3,900,000

$380,000-
1,140,000

Table 2.5: Loss of revenue due to service disruption (Five-Nine Requirement) [7]

2.4.2 The BotNet Business

The next section gives more information about the basic functions that are being done by
using BotNets. It will not get more into the personal motivation the attacker have. It is
just about how a BotNet can be used in illegal activities.

2.4.2.1 Motivation to create and use a BotNet

There are several reasons to create a BotNet. Originally bots were designed to perform
repetitive tasks in an internet relay chat (IRC). This includes tasks like maintaining the
channels ownership, answering some predefined questions or distributing files and run-
ning games. From this original IRC bots evolved the malicious bots that are being used
in BotNets today. This modern bots are used for completely new purposes:

Data theft
Stealing credit card number, account informations, product activation codes or other con-
fidential information.

Spam / Phishing
Bots as they are usually infected private computers are typically not included in any
blacklist so they are prefect to send spam or phishing mails or to host a phishing webpage.

Fraud
With clicking ads, BotNets can be used to drive up the number of clicks on a website.

Distributed denial of service
BotNets can be used to run DDoS attacks or to extort money from business which cannot
afford any downtime of their services [18].

2.4.2.2 The BotNet Business Model

There are two ways to make money with an existing BotNet: to rent it or sell it. The
next two parts show more informations about selling BotNet services or renting a BotNet
or parts of it.
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2.4.2.3 Selling Services

According to “shadowserver.org” [15] there have been 190’000 distributed denial of service
attacks carried out in 2008. Using this attacks the cybercriminals earned about $20
million.

2.4.2.4 Renting BotNet

According to Darkreading [5] it is very cheap to rent a BotNet. To rent it for 24 hours
will just cost $67, for an hour $9. There are several reasons why BotNets are cheap. First,
according to“shadowserver.org” [15] there are more than 5’000 BotNets in November 2010.
Every BotNet containing 1’000 bots in average. Another reason is that it is getting easier
to create your own BotNet by using a toolkit. The next chapter will show details about
the Zeus BotNet related to toolkits.

2.4.2.5 Zeus Virus

Even people who do not really understand how a virus or malware works can create a
BotNet. PCWorld [10] says that the so-called “script kiddies” (users which does not have
so much technical knowledge) can rent services with integrated Zeus trojan administration
panel, infecting tools and all-in-one hosting server. With these tools they can create a
BotNet based on the Zeus virus within a few hours. More into details about Zeus: the
original Zeus virus is a trojan horse that has been especially used to steal e-Banking login
information. It works normally with a keystroke logger. In context with BotNet the virus
is also called ZBot and has infected a large number of computers. The last numbers are
at least 3.6 million bots only in the United States. According to Symantec [16] it is very
easy to buy a Zeus toolkit which provides an integrated builder to create your own bot
executable as well as the web server files to host your own command and control center.

2.5 Summary

It is well-known that denial of services attacks are evolving since the beginning of the
comercial internet. Combined with attacker’s needs to cover the denial of service attacks,
it was created the concept of distributed reflected denial of service attacks. The same
time the construction of BotNets changed as well by using more complex techniques for
communication and synchronization. At the moment, the currently most used architecture
is a HTTP based P2P BotNet. Therefore, it was observed during this report that attackers
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start on using cloud services to easily – and quickly – perform attacks. At the moment,
most attacks using clouds are still stuck by just using cloud services to control a BotNet
outside the cloud. With such new concept called attack-as-a-service, the using of clouds
in attacks may increase considerably. BotNets and denial of service attacks are having
a large impact on companies that depends on their online functionalities. Also, it is
important to observe that BotNets are totally related to vulnerabilities. However, even
with such dependency it is believed that vulnerability disclosures will continue to highly
exist and will be boost up with low costs to create BotNets.



Bibliography

[1] Arbor Networks, Malicious Google AppEngine Used as a CnC,
2009, available at http://asert.arbornetworks.com/2009/11/

malicious-google-appengine-used-as-a-cnc/

[2] Arbor Networks, Twitter-based Botnet Command Channel,
2009, available at http://asert.arbornetworks.com/2009/08/

twitter-based-botnet-command-channel/

[3] CyberInsecure.com. Facebook Is Used As Command And Control Channel
For Crimeware Distributors, 2009, available at http://cyberinsecure.com/

facebook-is-used-as-command-and-control-channel-for-crimeware-distributors/

[4] Commonwealth of Australia, Denial of Service / Distributed Denial of Service - Man-
aging DoS Attacks, 2006, available at http://www.dbcde.gov.au/__data/assets/

pdf_file/0011/41312/DoS_Report.pdf

[5] Dark Reading, Pssst. . . Want To Rent A Botnet?, 2010, available at
http://www.darkreading.com/security/vulnerabilities/showArticle.

jhtml?articleID=225200525

[6] eWeek, Botnet for Sale Business Going String, Security Researchers
Say, 2010, available at http://www.eweek.com/c/a/Security/

BotnetBotnet-for-Sale-Business-Going-Strong-Security-Researchers-Say848696/

[7] Forrester Consulting, DDoS: A Threat You Can’t Afford To Ignore, 2009, available
at http://verisigninc.com/assets/whitepaper-ddos-threat-forrester.pdf

[8] Gunter Ollmann, Damballa, Botnet Communication Topologies, 2009,
available at http://www.damballa.com/downloads/r_pubs/WP%20Botnet%

20Communications%20Primer%20(2009-06-04).pdf

[9] iDefence, Distributed Denial of Service (DDoS) and Botnet Attacks, 2006, available
at http://complianceandprivacy.com/WhitePapers/iDefense_DDoS_20060428.

pdf

[10] PCWorld, Wannabe Hackers Can Now Rent-a-Botnet, 2008, available at
http://www.pcworld.com/businesscenter/article/145931/wannabe_hackers_

can_now_rentabotnet.html

[11] Physorg.com, WikiLeaks says was denial-of-service attack vic-
tim, 2010, available at http://www.physorg.com/news/

2010-11-wikileaks-denial-of-service-victim.html

[12] Ping Wang, An Advanced Hybrid Peer-to-Peer Botnet available at http://www.

usenix.org/events/hotbots07/tech/full_papers/wang/wang_html/

31



32 Economic and Technical Analysis of BotNets and Denial-of-Service Attacks

[13] SecurityFocus, Zeus botnet finds hold in Amazon cloud, 2009, available at http:

//www.securityfocus.com/brief/1046

[14] SecureList, The Botnet Business, 2008, available at http://www.securelist.com/

en/analysis/204792003/The_botnet_business

[15] Shadowserver, available at http://www.shadowserver.org

[16] Symantec, Zeus: King of crimeware toolkits, available at http://www.youtube.com/
watch?v=CzdBCDPETxk

[17] Tagesschau, Hacker Angriff auf Webseite der SP, 2010, available at
http://www.tagesschau.sf.tv/Nachrichten/Archiv/2010/11/11/Schweiz/

Hacker-Angriff-auf-Webseite-der-SP

[18] The International Journal of FORENSIC COMPUTER SCIENCE - Bot-
net Analysis, Chris Ard, 2007, available at http://www.ijofcs.org/

V02N1-P05-BotnetAnalysis.pdf

[19] VeriSign, Distributed Denial of Service (DDoS) - Attacks: Evolution, Impact & Solu-
tions, 2008, available at http://www.verisign.com/ddos-protection/resources/
whitepaper-ddos_attacks.pdf



Chapter 3

Environmental Monitoring Using
Sensor Networks

Manuel Frick

Fast developments in wireless network technology and miniaturization have made it pos-
sible that the natural environment can be realistically monitored for the first time. These
systems can help researchers of many fields of investigation and therefore have great future
prospects. This paper introduces the environmental monitoring topic, describes the generic
functioning of environmental sensor networks and points out the main advantages of this
application. Thereafter it abstracts the main challenges associated with this networks
and presents some generic architectural approaches to these challenges. Since individual
projects can differ greatly from each other this paper presents specific approaches with the
help of concrete use cases. The findings of this work are summarized at the end of the
paper and a conclusion is given.
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3.1 Introduction

The need for environmental monitoring is evident and steadily growing. In many fields
of science the collection of data about the environment is crucial and serves as a base for
predictions about the future. In order to understand climatic change it is important for
climatologists to understand the contributions of glaciers to the rising sea level. Therefore
he needs to monitor the movements of a glacier and the amount of water it releases. A
biologist who is interested in the life of a particular species of animal or plant needs to
monitor its habitat. On the field of hazard warnings like flood warning it is indispensable
to monitor rivers. After closing down a nuclear site, uranium mill tailing site, a waste
burial ground or any hazardous waste site, post-closure monitoring and surveillance is
needed [5]. Last but not least environmental monitoring can be used for military purposes
like beam forming for target detection. Seeing that the applications of environmental
monitoring can be very broad it is important to find the most general approach so that
all fields can profit from its benefits.

3.1.1 What is an Environmental Sensor Network?

A sensor network which is used for environmental monitoring is called an Environmental
Sensor Network (ESN). The aim of such a network is to transmit monitoring data from
several autonomous sensors in remote locations to a data repository on a Sensor Network
Server (SNS). The data stream does not need to be one-way only since local summaries
or messages sent to reprogram or maintain the sensors are feasible. Sensors are used to
sample data about their immediate environment according to a schedule. Usually they are
in a sleeping mode unless they have to collect or relay data. Between the sensors and the
SNS - which is normally distant - resides a Base Station (BS) which serves to collect and
aggregate data from nearby sensors and relay it to the SNS. Through this architecture it
is possible to avoid long distance communication between the SNS and the sensor nodes.
The SNS is often connected to the Internet in order to allow researchers from all around
the world to access the collected data. Connections between sensor nodes and BS as well
as between BS and SNS need to be wireless due to harsh environmental conditions and
to avoid disturbance of the environment. Figure 3.1 shows the generic architecture of a
sensor network.

Figure 3.1: Generic sensor network architecture
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3.1.2 The Use of Sensor Networks

Environmental monitoring has a history starting with analogue loggers such as paper
plotters measuring barometric pressure. This approach needs manual collection of the
data which is costly, time-intensive and limited in sampling and analyzing [5]. In habitat
monitoring researchers are concerned that human presence in the field due to the collection
of data could seriously affect the results of a survey. In some places it might not even be
possible to access the field during the study due to harsh weather conditions.
Using sensor networks can eliminate the above mentioned disadvantages and bears even
more advantages. It is possible to monitor areas where it used to be too dangerous before.
Maintenance can be done from a distance in many cases which means that very remote
areas can be monitored. Furthermore sensors can be re-tasked and can communicate with
each other [4]. All in all the use of sensor networks makes environmental monitoring much
more economic since the effort for deploying and maintenance personnel is significantly
reduced.
A future prospect could be the connection of many such sensor networks and the aggre-
gation of its data to form a better picture about the environment at a higher level [1].
The Development of an ESN requires knowledge of four different fields: domain knowledge
(understanding of the physical environment), sensing, communication and computing [2].
This report is limited on the challenges which arise in communication.

3.2 Challenges for Environmental Sensor Networks

An ESN has to meet the same requirements as any other network such as performance,
reliability, security, safety and cost-efficiency. Considering the environment they are de-
ployed in there are a few extra factors which need to be considered:

3.2.1 Reliability

It is considerably harder to achieve a satisfying reliability in an ESN since these are
deployed in a natural environment such as a glacier or a wildlife habitat and therefore have
to deal with much harder conditions. These conditions involve harsh weather condition
like rain and wind, transmission through water or ice, a possible occlusion of a sensor
node or obstacles in the direct communication path between two devices.

3.2.2 Network Re-tasking and Health Monitoring

Once a ESN is deployed, the user might detect that he is not satisfied with the data
collected. This might be solved through a simple readjustment of a node’s scalar parameter
but could also involve the installation of an additional program or even the replacement
of the entire code. It is necessary that these changes can be made remotely in order to
avoid high costs and prevent the environment from being disturbed.
The dissatisfaction with the obtained data could also be due to a low battery status which
is affecting the measurements. Health monitoring can help to analyze a sensor’s readings.
Furthermore it is useful to plan a future network re-tasking (e.g. adjustment of the duty
cycle in order to maximize the node’s lifetime).

3.2.3 Power-efficiency

In addition to that there is an all-dominant factor which is power-efficiency. There are
three reasons for this factor: first of all, power supply for the sensor nodes from the grid is
unthinkable because an ESN is often deployed in a remote location, sensor nodes can be
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moving (e.g. on a glacier) and the wiring could affect the environment which is supposed
to be monitored (e.g. in habitat monitoring). This leaves the choice to batteries and
generation of electricity at the node itself which leads us to the second reason: sensor
nodes have to be small in order to avoid disturbance of the environment. Therefore the
capacity of a battery or a power generator like a solar panel is limited. Finally, a sensor
node is supposed to monitor its environment during a long period. In case case of habitat
monitoring this could be a whole breeding season which can last everything from several
months to over a year. Hence it is crucial to maximize the lifetime of a sensor node.
Power-efficiency is an all-dominant factor because challenges like reliability, network re-
tasking and status monitoring will most likely have an impact on the power consumption
and reasonable trade-offs have to be made. The right choice of architecture and protocols
has to be made in order to minimize power consumption. With the proper choice of
protocols nodes will be in sleeping mode most of the time only waking up to execute tasks
when it is absolutely necessary [6].

3.3 Generic Architectural Approaches

Some fundamental design issues are similar to most ESNs and are presented in this section:

3.3.1 3-tier Architecture

Environmental Sensor Networks are using tiered architectures. All existing ESNs have a
three tier architecture, as follows:

� 1st tier: Sensor nodes

� 2nd tier: Base station (BS)

� 3rd tier: Sensor network server (SNS)

The 2nd and 3rd tiers are usually linked via a standard WAN connection to the Internet.
Base stations can normally use power from the grid or at least have a sufficient power
generation device. However, sensor nodes have a strong constraint on power consumption
which is why the focus in this report lies on communication between the 1st and the 2nd

tier.

3.3.2 Single-hop vs. Multi-hop

The simplest solution is using a single-hop communication [4] during scheduled commu-
nication periods. This approach is satisfying for a sensor node patch with a small number
of nodes which are in the range of a single wireless connection with the base station. In
addition to the simplicity of this approach there is no dependency on other nodes, no
overhead and no collision. However, in many ESNs the distance between a node and the
base station cannot be covered in a single hop and therefore requires to use a multi-hop
communication. This kind of communication can improve reliability greatly since in case
of obstacles another communication path can be chosen. Using multi-hop necessitates the
deployment of routing but by choosing a good routing algorithm the power consumption
can be reduced. Adapting the intensity of the transceiver device to the actual distance
to cover can further improve the power-efficiency. Furthermore an ad-hoc multi-hop net-
work allows the in-network aggregation of data and can therefore help to reduce power
consumption.
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3.4 Use Cases

This section exemplifies different approaches to the main challenges by introducing specific
projects as use cases.

3.4.1 GlacsWeb

GlacsWeb [1] [3] is an ESN for glaciers which was installed in 2004 at Briksdalsbreen,
Norway. The aim of the project is to collect information about the state of the glacier, its
movements and its surrounding weather conditions. These data shall help to understand
the glacier’s contribution to the rising sea level due to global warming.
The system is composed of 8 sensor nodes (probes) embedded 50-80m deep in the ice and
till, a BS on the glacier’s surface, a reference station in a distance of 2,5 km from the
glacier and the SNS in Southampton. In principle this system is a 3-tier architecture,
the reference station can be seen as an extension to the SNS. Figure 3.2 depicts a simple
overview of this architecture. Probes wake up every 4 hours to perform the measurements.
The base station collects once a day the readings from the probes and the connected
weather station. After performing these tasks the data is sent to the Reference Station
via long range modem. The reference station will upload all unsent data every evening
via an ISDN dial-up connection.

Figure 3.2: Simple Overview of GlacsWeb

3.4.1.1 Reliability

In a harsh environment like a glacier there could be water bodies embedded in the ice
(especially in summer) which scatter and absorb radio signals. Reducing the frequency
means enlarging the wavelength and can therefore help to bypass the obstacle. In order to
be able to penetrate ice it was necessary to increase radio frequency transmission power.
These methods are increasing power consumption or reducing bandwidth. The required
bandwidth won’t be high, in the order of 1-100 kb/s [7], but it is crucial to find the most
power-efficient architecture. In order to further improve connectivity with the probes,
base station transceivers were buried 30-40m under the ice connected via serial (RS232)
cables.
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The system is infrastructure based, meaning that all probes probes are only one hop from
the base station and no routing is needed. The communication runs according to a fixed
schedule which improves reliability by avoiding any collision and overhead.
In order to deal with faults, several vital measures were taken. In case of a communication
loss between base and reference station, a GSM modem is used to send data directly to
the SNS via text messages (SMS). The data flow runs according to a store-and-forward
mechanism. In case of a communication fault between probe and base station the data
will be stored in a Flash ROM ring buffer on the probe. The ring-buffer technique is
also used in the base station so that data can flow whenever communication channels
are available. The communication uses a specifically designed communication packet. It
incorporates a checksum byte that allows to validate the packet’s integrity at the receiver.
If an error occurs, three retries will be made. The number of retries is a compromise
between reliability and power-efficiency.

3.4.1.2 Network Retasking and Health Monitoring

The base station is scheduling the communication by running a series of Linux shell
scripts.Therefore it is quite easy to adapt the communication schedule or implement fur-
ther probes. The probe’s firmware has an alterable segment called user space. This user
space can be used to remotely load programs into it and therefore helps to re-task the
networks communication system. A watchdog timer placed on the firmware ensures that
erroneous programs loaded into this user space won’t block the communication and are
not executed again.
The status of the probe’s battery is recorded with every of the 6 daily measurements
and transmitted together with the data collected. It is used to monitor the health of the
system.

3.4.1.3 Power-Efficiency

Researches tried to reduce power-efficiency by limiting the time that probes and base
station are in an active state. Since the network is infrastructure-based and the commu-
nication schedule fixed, it is hard to further improve power efficiency in the communication
system. All probes will wake up at the same time and be active until their communication
is finished. Since the base station communicates with the probes in a sequential manner,
it is impossible to avoid some energy waste in the time when each probe is waiting to
communicate with the base station. This waste of energy is illustrated in figure 3.3.

Figure 3.3: Sequence of events during communication
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3.4.2 Habitat Monitoring at Great Duck Island

Great Duck Island (GDI) [4] [7] [8] is an island off the coast of Maine, in northeastern
USA. It is one of the most important breeding sites for seabirds in the area and therefore
a very interesting place for habitat monitoring. The aim of the project is to record the
usage pattern of nests and the changes in their immediate environment. The occupancy
detection is achieved through the measurements of temperature differences. Birds are
unlikely to enter or leave during daylight, therefore the measurements are taken with
a higher frequency of about every 5-10 minutes during late evening and early morning.
Environment conditions are captured every 2-4 hours. These data shall be accessible as a
live stream on the Internet. The application should be able to support remote interactions
with the in-situ network.
Since the nests are in certain areas of the island and can be far apart from each other,
nearby nodes are grouped together in patches of around 100 static nodes. The sensor
nodes form a multi-hop network by forwarding each other’s messages. This first tier
of the architecture (nodes) is in addition to the sensing task responsible for transmitting
data to the sensor network gateway. The gateway forwards data through a transit network
to the BS, which represents the second tier. The base station provides data logging and
WAN connectivity to the Internet which allows communication with the 3rd tier, the SNS.
Scientists can access the data through a client which connects to the SNS via the Internet.
A simple overview of the architecture can be seen in figure 3.4.

Figure 3.4: System architecture for habitat monitoring on GDI

3.4.2.1 Reliability

Rather than using a few high quality nodes the chosen approach achieves a high spatial
resolution through a dense deployment of simple nodes. This architecture provides higher
robustness against occlusions and component failures. The multi-hop architecture allows
to bypass obstacles and therefore improves the connectivity of the nodes.
In order to prevent data loss in case of power outage, each layer (sensor nodes, gateway
and BS) has a persistent storage serving as backup.

3.4.2.2 Network Re-tasking and Health Monitoring

Simple, automated adjustments of parameters can be encapsulated into network main-
tenance packets. On-site re-tasking and direct communication with the nodes can be
achieved by using a small, PDA-sized device, named gizmo. It does not rely on a func-
tioning multi-hop network but uses a single-hop link to the node. It allows a user to
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interactively control the network parameters by adjusting values such as sampling rate
and power management parameters.
The health status of individual sensors is recorded with the data collected and stored in the
database at the BS. Each node periodically includes its battery voltage level represented
as a one byte value in the range of 0 to 3.3 volts.

3.4.2.3 Power-Efficiency

As a result of the multi-hop architecture some nodes will have a higher power consumption
than others. This applies especially for nodes near the gateway which have to forward
many messages and therefore represent a energy bottleneck of the patch.
Scheduling the communication helps to increase power-efficiency. On GDI the following
two approaches have been proposed:
Horizontal approach: An initial routing tree is determined and levels according to the
distance to the gateway are assigned. The schedule starts at the leaf nodes and wakes up
the two lowest levels. After the communication has finished the lowest level goes back to
sleep mode and the next higher will be waken up. This continues until it reaches the root
node and is repeated at a specific point in future.
Vertical approach: Instead of dividing into horizontal levels, nodes will be divided into
subtrees. Each subtree completes its communication up the tree before the next is woken
up.
This scheduled communication can be further improved by augmenting it with location-
based routing algorithms in order to extend the longevity of a multi-hop network. On
GDI, GAF and SPAN have been used to do so.
GAF (Geographic Adaptive Fidelity) forms a virtual grid by dividing the network into
fixed zones. Inside each zone nodes will elect a cluster-head (CH) which stays awake for
a certain time. During this time it is responsible for collecting data and sending it to the
BS on behalf of the nodes in its zone. When a CH is sensing an object it can ask all
nodes in its zone to switch on, collect data and report it. The CH will then forward it to
the base station. Therefore GAF saves energy by turning off unnecessary nodes without
affecting routing fidelity.
SPAN is another position-based algorithm which selects nodes as coordinators in order
to form a backbone that is used to forward messages. A node becomes a coordinator if
two neighbors of a non-coordinator node cannot reach each other directly or via at most
two coordinators (3 hop reachability).
For the communication between gateway and BS a single-hop solution was chosen. It
consists of one node serving as gateway in the patch and one connected to the base
station. The communication is directed and runs at a relatively low frequency of 916MHz,
which helps to reduce power consumption compared to a 802.11b network which uses a
bidirectional link and runs at a higher frequency. Additionally, a small packet header (4B)
avoids overheads.
In order to further reduce power consumption, it is necessary to trade the cost of data
processing and compression against the cost of transmission. At GDI the result of this
trade-off depends on the data-analyzing of the biologist and may change over time with
different requirements. While data transmission at the leaf nodes might not be a problem
it will put a high burden on routing nodes near the gateway. Therefore it is of great help
to use compression algorithms. Table 3.5 shows that the use of standard Unix compression
utilities can reduce the data volume up to a factor of 4 on an exemplary light signal.
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Figure 3.5: Compression characteristics of a light signal with standard Unix compression utilities

3.4.3 ZebraNet

ZebraNet [9] [10] [11] is an ESN which is used to monitor migration patterns of zebras
and was first deployed in 2004 in Mpala, central Kenya. A small number of representative
zebras are wearing a collar with a node incorporating a GPS device. Every 2 minutes
a GPS sample is taken and eventually has to be communicated to a SNS. Since there is
no cellular service or broadcast communication available another approach is needed to
communicate the measurements to the SNS. Uploading data directly to a SNS via satellite
connection has been tried but it is slow and power-hungry and therefore not feasible to
communicate a big amount of data.
The classical 3tier sensor network approach has been chosen but there are some additional
challenges. Zebras move in a very wide area, therefore they are often out of the range of a
BS, even with a multi-hop architecture. In addition to that periodic drive-by or fly-overs
of researchers serve as BS, which is therefore mobile itself. The architecture chosen is an
ad-hoc wireless network where measurements are communicated between nodes in a peer-
to-peer manner and finally delivered to a BS whenever one is available in a reasonable
distance. A simple model of this network is depicted in figure 3.6.

Figure 3.6: Network model of ZebraNet

3.4.3.1 Reliability

As this system is implemented in the savanna it is unlikely that communication will be
obstructed. In ZebraNet latency is much less important than the eventual delivery of the
data. Therefore an adequate data log storage is used to make sure that the data homing
rate goes towards 100 percent. Should the storage be at its limit, the oldest data from
other nodes are deleted before the own.
In peer-to-peer communication (e.g. when zebras drink at the same water source) it is
necessary to use a MAC-Protocol which avoids collisions. Instead of using a standard
protocol like CSMA or Aloha, another choice was taken. Due to the GPS device the
network has an extremely accurate synchronized clock. Collisions can be avoided by
broadcasting peer-to-peer search queries in non-overlapping predefined time slots that
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repeat every 10 seconds. With a time slot of 100ms 100 nodes can be operated, which is
sufficient.
In peer-to-base communication a FDMA-mode is used to avoid collisions. In addition to
that checksums are used to validate the data-integrity.

3.4.3.2 Network Retasking and Health Monitoring

A middleware named Impala [12] is used, which has been especially crafted for ZebraNet.
It incorporates a middleware agent, the Application Adapter, which does health moni-
toring by checking the system state on a regular basis and selecting the most suitable
configuration according to the present circumstances. Distributing software updates is a
hard task in ZebraNet since the node topology is highly dynamic and software can be re-
ceived in incomplete bundles. Impala has a middleware agent called Application Updater
which is managing this distribution.

3.4.3.3 Power-Efficiency

The easiest way of sending data to the base station would be by using a flooding protocol
where all data is flooded to a neighbor whenever one is detected. This would load the
network exorbitantly and waste power. Instead a history-based protocol is used. Nodes
are rated on their past success of delivering data to the base station. The idea is that
zebras which have delivered data in the past will spend time in the same or a proximate
area again.
A seen before compression helps to reduce the amount of data transmitted over the net-
work and therefore saves power. ZebraNet uses a compression with a rate of 36 percent.
Since it could take quite some time until data is delivered to the base station, compression
is also really important in order to avoid storage overflow.
Two kind of radios are used in order to avoid wasting power for short range communi-
cation. One radio serves for inter-node data exchange, has a short range of only 100m
and therefore a low power consumption. The second one is used to deliver data to the
BS and has a range of about 8km. It is not very power-efficient but necessary to assure
connectivity.

3.5 Summary

The first chapter introduced into the history and fields of environmental monitoring. It
showed how environmental sensor networks are supposed to work and what advantages
they have. To sum up it can be said that they make environmental monitoring more easy,
accurate, reliable and economic. The second chapter presented the four main challenges
which are special to ESNs in comparison with other ordinary networks. Those are first
of all reliability, which is much harder to assure due to harsh environmental conditions,
secondly network re-tasking, which is needed to be done remotely in order to keep the
environment undisturbed after deployment, thirdly health monitoring, which prevents
from misinterpretation of measurements and helps to re-adapt the network, and fourthly
power-efficiency. To avoid high power consumption is the all-dominant factor since field
times of environmental monitoring are long, power supply needs to be small and mobile
and an exchange or recharge of the power source is usually not possible. The third chapter
started with some generic architectural approaches to those challenges and continued with
exemplifying specific approaches with the help of individual projects. Those use cases
showed that every project has its very own circumstances and therefore needs tailored
solutions. Often standard technologies were not used but instead own protocols and
techniques were developed.
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3.6 Conclusion

There is no doubt that the use of ESNs has many advantages and the demand for those
systems will grow. Therefore it is interesting that until now, scalability doesn’t seem to
be a big issue. GlacsWeb uses only 8 sensor nodes and due to the single-hop architecture
it could be hard to raise that number. ZebraNet’s scalability is also limited due to the
chosen inter-node communication protocol. Despite its simplicity, single-hop architecture
does’t seem to address the challenges in an appropriate way, whether in reliability and
scalability nor in power-efficiency. Ad-hoc multi-hop architectures seem to have a greater
future. The projects examined by this paper did not show big evidence of addressing
common challenges in a generic way. A progress in this domain is the development and
deployment of suitable middleware, as shown in [12]. This approach has partly been
taken in the ZebraNet project by using Impala as middleware. Since working with ESNs
is related with many other fields in computer science, achievements in related areas will
have a direct impact on ESNs. For instance the constant achievements in miniaturization
and raising efficiency of power supplies, CPUs and other hardware will certainly help to
reduce the challenge of power-efficiency.
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Chapter 4

DNS Security Extensions

Philip Schaffner

Since its invention in 1983, DNS suffers from serious security flaws. One of them was the
inability to be sure that the message received as the answer to a query really came from an
authoritative source and that it was not compromised during the delivery. This allowed an
attacker to compromise the DNS data. To fix that security issue, DNSSEC was developed
and deployment of the new standard was started in May 2010. This report covers the
mechanics of those attacks and how DNSSEC provides protection against them.

47
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4.1 Introduction

The domain name system (DNS) is responsible for converting human readable domain
names into numeric IP addresses and is one of the foundations of modern Internet. But
like many other good things, it can be used for evil purposes, as has been shown by
Kaminsky [20] that, due to an ancient design flaw dating back to the introduction of DNS
in 1983, it is possible for an attacker to compromise its data and insert own information.
An unsuspecting user can then, when querying the DNS for the resolution of an IP address,
receive forged data that can lead to a different site than he or she actually wanted to visit,
or deny the existence of the target. In the first case this can have fatal consequences when
the user for example wanted to connect to an electronic banking system and ends up on
the site of an attacker who can turn this redirection into money [19].
In the second case, considerable damage can be done by denying connections for example
to certain companies which offer web services or are in an other way dependent on people
being able to connect to their systems over the Internet.
To prevent this kind of misuse of the DNS, a security extension named DNSSEC has been
developed and already partly deployed on root servers and some top level domains. This
article will first introduce to the DNS without DNSSEC and how such an attack could be
performed. We will then have a look at DNSSEC, what news it introduces and how the
attacks described before can be avoided. And lastly, we briefly discuss the downsides and
vulnerabilities of DNSSEC.

4.2 DNS Before DNSSEC

4.2.1 Short Introduction to DNS

4.2.1.1 Overview

The main purpose of DNS is to provide human-usable pointers to systems on the Inter-
net [5].
Any device that communicates over the Internet using the Internet Protocol (IP) receives
an IP address which is used to route information to this device. But because an IP
address is a 32bit or 128bit number (IPv4/IPv6) and therefore rather hard to memorize
for humans, hosts can also be addressed by using Uniform Resource Locators (URL) which
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is a type of Unique Resource Identifier (URI). A URL consists of several parts, one of
them being the host-part. Said host-part has to be mapped to the IP address of the
device hosting the resource before any data can be transmitted. This mapping is done by
a so called resolver which extracts this information from the distributed DNS databases
which contain an IP address for every registered URL. DNS is also used to distribute
other kinds of data completely unrelated to domain names, for example geographic data
or ’real’ addresses; DNS can offer its infrastructure for basically any purpose where a
hierarchically distributed database can come in handy.

4.2.1.2 History

Before DNS was invented in 1983, all host names of the ARPANET were saved with their
corresponding IP-address to the notorious HOSTS file, which was maintained centrally
and distributed by the Stanford Research Institute (SRI) - Network Information Center
(NIC) [10]. This approach proved to be improper for a community with more than a few
hundred participants, and as the number of hosts grew rapidly, so did the HOSTS.TXT-
file and the necessary bandwidth to regularly update all hosts with this file from the
centralized SRI-NIC. Also, the workload of maintaining the file became unacceptably
high, as the system administrators used to email changes to the NIC. Also, the NIC had
no authority over host name assignments and soon, frequent collisions became a problem.
For all those and a number of other reasons, in 1984 the network community switched
to the DNS proposed by Paul Mockapetris in his original RFCs RFC-882 and RFC-883
(meanwhile obsoleted by [5] and [6] from 1987). The new domain name system was
designed to scale better in the respects of efficiency and data consistency and in 1985,
the first implementation on UNIX called The Berkley Internet Domain (BIND) Server
was written [13]. The BIND server is still the most common form of name server [15].
Since then, many new features have been proposed and some implemented. But not all of
them have a lot to do with DNS look-ups, some also were just added, because they could
benefit a lot from the already existing and widespread infrastructure. Today, about 20%
of all Internet traffic is estimated to be related to DNS [15].

4.2.1.3 Structure

DNS essentially consists of four major components:

� The Domain Name Space: The tree structure, in which the host names are
located. The domain name space contains all domains and subdomains organized
into a tree-structure as depicted in Figure 4.1.

Figure 4.1: Tree Structure of the Domain Name Space [14]

� The Resource Records: Each RR contains one specific set of information and is
the conceptual leaf in the domain space name tree structure. For the Internet host



50 DNS Security Extensions

name lookup, a RR holds the mapping information between URL and IP address.
These RRs are called A RRs. Other common RRs include: IPv6-addresses (AAAA
RR), mail servers associated with a domain (MX RR) and name servers associated
with a domain (NS RR). Every RR belongs to a domain name, which is called the
RR’s key, and all RRs belonging to the same key are together termed as a RRset. A
RR consists of 5 items, as can be seen in this example record (the parts are divided
by semicolons):

test.example.ch; 3600; IN; A; 123.456.123.456

1. Name: The domain name of the object to which this record belongs.

2. Time to Live: How long the information in this record is valid, in seconds.

3. Class: Optional field, mostly IN (for INternet). Others like CH (Chaosnet) or
HS (Hesoid) also exist, but are very rarely used.

4. Type: What kind of data this record contains, as described above, e.g. A,
AAAA, MX, or any one of many others.

5. Data: The actual data of the record, e.g. the IP-address.

� The Name Servers: A specific program running on a network-attached computer
(which often only serves that specific purpose) that can be queried for information.
Name servers are authoritative for a specific part (zone) of the domain name space,
which means, it has complete information on this part of the tree. For queries that
target a host outside the zone for which the name server is authoritative, the server
has to refer to other name servers. A name server can delegate part if its domain
to a different server which then is authoritative for that zone. This is mostly done
with subdomains, which are fully delegated to a separate name server. Therefore, a
zone does not have to be identical with a domain, but most of the time is.

� The Resolver: programs used to extract information from the name servers are
called resolvers. They can access at least one name server and will for example
query the server to translate a host name into an IP address.

4.2.1.4 Resolver Process

A system that wants to get the IP address of another on the Internet uses a resolver to
send a query to the DNS. There are two types of resolver:

1. Non-Recursive Resolver: a non-recursive resolver contacts one name server. If that
name server is authoritative for the zone the requested URL is in, the name server
responds with an IP address, and if the server doesn’t possess that information,
the resolver won’t be able to map the URL to an IP address. The client does not
know if the requested domain name does not exist at all or is just not known by the
particular name server queried by the resolver.

2. Recursive Resolver: if the resolver is recursive, it will fully answer the query by
contacting as many name servers as needed to get the desired information. A name
server which cannot answer the query will return a delegation pointer to another
server which is responsible for that domain in its view. If the next server also has
delegated that part of the domain to another server, it will return the address of
that server, and so on, until a server returns the desired information.

The common way for a client to resolve a URL is to have a non-recursive resolver, which
contacts the configured DNS server of the Internet Service Provider (ISP). Ths resolver
belonging to the ISP name server then recursively resolves the URL by contacting a
number of name servers until the authoritative one is found.
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Figure 4.2: A Recursive Resolver Resolves the Address www.uzh.ch

4.2.2 Security Problems

DNS has a series of security problems [12] [2]. Only a part of them are addressed with
DNSSEC. The following section will cover potential attacks that can be performed to
compromise a security-oblivious DNS.

4.2.2.1 Authentication Via Hostnames

When a host tries to connect to a server, this server will want to authenticate the hosts
identity by a DNS lookup. During the authentication process, the server retrieves the
connecting hosts IP address and performs a reverse DNS lookup1. If the hostname re-
trieved is in the local database of the server, access is granted. Let’s say, host Ha has
access to system Sa. Attacker b now tries to get access to Sa with host Hb. In addition
to that, the attacker has control over nameserver NSb, which is authoritative for the zone
that Hb is in. All the attacker has to do now is to change one record in NSb so that
when a reverse DNS lookup for Hb’s IP-address is done, NSb returns the hostname of Ha

instead of Hb. There is a patch for the BIND server that adds an additional DNS lookup
for the IP address of the hostname retrieved in the first, reverse DNS lookup, to see if
the IP addresses of the host requesting access and the one returned by the DNS match.
But this does not guarantee security, as the attacker can poison Sa’s cache during the
revers lookup by sending additional RRs so that the server cannot disclose the spoof in
the forward lookup [12].

1. Hb: Requests access with a rlogin call

2. Sa: getpeername() returns IPHb

3. Sa: gethostbyaddr(IPHb) will end up at NSb, who will then return Ha plus the
mapping of Ha to IPHb in the additional section

4. Sa: The result of the forward lookup gethostbyname(Ha) is then already in Sa’s
cache, so Sa’s resolver will answer the query by itself with IPHb

5. Sa: Grants access

6. Hb: Laughs wickedly

1In a reverse DNS lookup, the IP-address is inversed and performed in the same manner as a normal
DNS lookup. Every one of the four tuples of the IP address identifies a subdomain, and the returned
result points to the hostname of the queried IP
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4.2.2.2 DNS Cache Poisoning

To save resources, not all DNS requests are resolved by contacting the authoritative
servers. Every response from a name server is equipped with a Time to Live (TTL)
period. Every resolver caches a response for the duration of its TTL period, and if it is
queried for the same domain during this period, it will just return the cached value. The
idea behind the method of cache poisoning is to poison this cached information. This is
how this attack works:

1. The attacker sends a DNS request to the name server (NSA) he wants to compro-
mise. The name server must not be authoritative for the domain of the requested
URL so that it will start a recursive lookup.

2. The name server starts its normal resolver process and will contact another name
server (NSB).

3. Now, the attacker spoofs a response from the name server (NSB) which contains
the wrong IP address, which points to a system under the attacker’s control. Name
server (A) now believes this was the response from an authoritative server and store
it in its cache.

4. Every other client requesting information on the poisoned domain from name server
(NSA) during the TTL period will receive the information the attacker slipped into
the cache.

Now there are some security measures to prevent this that have to be overcome:
Every DNS lookup request is equipped with a randomly generated transaction ID and
the resolver will only accept responses which contain this transaction ID. This has to
be bypassed by guessing the right transaction ID - which is quite hard, as it is a 16-bit
number, which means it ranges between [0,216]. To raise the chance of successfully guessing
the transaction ID, the attacker can issue a great number of resolution requests, which
will trigger a great number of DNS requests (each equipped with a unique transaction ID)
by the name server. Now, the attacker bombards the name server with spoofed replies,
each one also with a different transaction ID, and hopes to match the transaction ID of
at least one of those requests. A flaw in the generation of the transaction ID also helps
the guessing, as the IDs are not uniformly distributed in the number range, but some IDs
will occur much more often than others [11].
In addition to the transaction ID, the reply has also to be sent to the same port as to
where the request has been sent from. But there is a property of the BIND server (see
Section 4.2.1.2) that can be exploited to make it more probable for the attacker that the
spoofed response he sends tot the attacked name server will be sent to the right port:
The BIND server mostly reuses the same port if it gets repeated requests from the same
client. So an attacker can first query the resolution of a URL, for which he controls the
authoritative name server. Like that, he can see, what port the name server used, and
can then reuse that port on the actual attack.
In Figure 4.3 we can see the sequence of such an attack. Explanation to Figure 4.3:

1. The attacker sends a resolution request to the targeted name server, requesting the
IP address of a system in a domain, where the authoritative name server is under
his control - in this example maybe www.attacker.com.

2. The name server ns1.victim.ch resolves the request normally by contacting a se-
quence of other name servers and will eventually end up sending a request to
ns1.attacker.com.
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Figure 4.3: Possible Attack to Poison the Cache of a Name Server

3. ns1.attacker.com notes the port that was used for that request and sends a normal
response.

4. Now the actual attack starts: The attacker sends a great number of resolution
requests for www.uzh.ch to ns1.victim.ch

5. This results in a great number of resolution requests that ns1.victim.ch issues, first
to the root servers, then to the name servers of the .ch domain, and in the end to
ns1.uzh.ch. Each of those requests has a different transaction ID, and uses more
often than not the same port as has been used before in step 2.

6. ns1.uzh.ch will resolve those requests normally, as it is the authoritative name server
for the uzh.ch domain.

7. But meanwhile, the attacker has bombarded ns1.victim.com with spoofed responses.
They appear to be sent by ns1.uzh.ch, use the port noted above, have randomly
guessed transaction IDs and contain the IP address if the system whereto the at-
tacker wants to redirect clients. If one of those IDs matches a transaction ID of
a request that ns1.victim.ch has issued to ns1.uzh.ch, the victim name server will
accept that response and take it into its cache for the duration of the TTL period.
Future requests during the TTL period will now be answered by using the informa-
tion from the cache, which points the user to an address that is under the control
of the attacker.

4.2.2.3 DNS Man in the Middle Attack

As DNS-packages are unencrypted, normally smaller than 512 bytes and sent via UDP,
it is easy for a man-in-the-middle-attacker to overhear the sent DNS queries, copy the
transaction ID into a response package and send it to the unsuspecting victim. The victim
will accept the response because of the matching transaction ID and put the response in
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it’s cache. This is a variation of the cache poisoning attack described in 4.2.2.2 and has
the same effects.

4.3 DNSSEC - The New Standard

The first proposal for a DNSSEC standard was published as early as 1997 in [8]. The
RFC was revised and worked into a believed to be fully workable specification in 1999 [9].
Unfortunately, it was later discovered that the DNSSEC as specified would scale very badly
in large networks and was therefore unusable for its intended deployment. To evade the
identified problems, the DS-record (described in Section 4.3.1.1) was introduced. Without
the DS-record, the transition of public keys between a parent and a child zone would have
to be done in a very cumbersome way and with a lot of traffic. This could create serious
self-created DOS if the data between child and parent went out of sync. It took until
March 2005, until DNSSEC could be deployed on the first top level domain [4].

4.3.1 What’s New

DNSSEC adds the capability to authenticate the origin and the integrity of DNS data
including a mechanism for authenticated denial of existence of DNS data to the Do-
main Name System. The method of choice is assymetric cryptography. DNS data on a
DNSSEC-enabled system is digitally signed by the provider of the data so that the receiver
can authenticate the sender. The signatures are stored in a new RR, the RRSIG record.

4.3.1.1 New Resource Record Types

DNSSEC introduces a number of new RRs to enable the new mechanisms. These records
share the same format as all existing records and will be transmitted in the usual way

� DNSKEY: Typically, there is one DSNKEY record per zone containing the zone’s
public key. This record can be retrieved by a security-aware resolver (one that
has implemented DNSSEC) to authenticate the zone’s signed data. An important
concept of DNSSEC is that the private key is associated with the zone and not the
authoritative server, as DNSSEC is concerned about the object security of DNS
data and not about channel security of the transaction. The DNSKEY RR contains
the binary-text-encoded public key along with relevant key parameters such as the
encryption algorithm used.

� RRSIG: The RRSIG resource record includes the type of the RR being signed,
the name of the signer, the time at which the signature was created, the time it
expires (when it is no longer to be believed), its original time to live (which may
be longer than its current time to live but cannot be shorter), the cryptographic
algorithm in use, and the actual signature. In general, every RR should have a
RRSIG counterpart that signs the RR.

� DS: DS stands for ’Delegation Signer’, a record that simplifies the handover of data
at organizational boundaries. A DS RR always resides on the parent side of a
delegation point (the node in a parent zone that is delegated) and indicated the
public key that was used by the child zone to self-sign its DNSKEY RRset.

� NSEC: A new requirement of DNSSEC was also to be able to reliably inform about
the nonexistence of a name or type. The NSEC record does exactly this and enables
a security-aware resolver to authenticate a negative answer for a query in the same
way it normally authenticates DNS replies. The use of NSEC records requires a
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canonical representation and ordering for domain names in zones so that chains of
NSEC records can explicitly describe the ’empty space’ between domain names in
a zone. The names of a zone are alphabetically ordered and then circularly linked
together with NSEC records, with the last record pointing to the first.

4.3.1.2 Encryption and Chain of Trust

The central concept of DNSSEC is to form a continuous chain of trust from the top of the
hierarchy - the root servers - all the way down to the data elements, i.e. the RRs. A chain
of trust or authentication chain means a sequence of alternating DS and DSNKEY records,
each vouching for the authenticity of the next record. The DSNKEY of the parent zone
signs it’s DS RR, which signs the DSNKEY of the child zone. The problem is to get a
starting point for that chain, the so called trust anchor. This anchor has to be configured
in the system by another channel than DNS, for example by the operating system and
consists of a preconfigured DNSKEY RR. Mostly, this is expected to be the DSNKEY of
the root [16]. From there on, the chain can start: The trust anchor can issue a public key
for another zone, and by signing it, the resolver can be sure about the authenticity and
integrity of the data. With the newly learned public key, it can verify data delivered from
other zones, including new public keys, and so on.

4.3.2 New Processes

4.3.2.1 Normal Lookup

Figure 4.4: A Security-Aware Recursive Resolver Resolves the Address www.uzh.ch in a
DNSSEC-Enabled Environment

The addition of DNS makes the following changes tot the DNS lookup described in Fig-
ure 4.2: The trust anchor in this case is the DNSKEY of the root. Equipped with this
key, the resolver can authenticate the response it gets in A. This response contains the
DS record that attests for the authenticity of the DSNKEY of the .ch zone. Response
B then adds the DSNKEY for the .ch-zone as well as a DS record that vouches for the
DSNKEY of the uzh.ch zone received in C. And with that last DSNKEY, the resolver
can validate the RRSIG record sent with the A record and thus authenticate the data.
After validating a DNS-reply, a resolver using DNSSEC can unambiguously distinguish
between four states the received data can be in:
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1. Secure: The resolver has a stringent chain of trust from the trust anchor to the
received record and can verify all signatures in the response.

2. Insecure: The resolver has again a chain of trust starting at its trust anchor, but at
some point, it has a signed proof of the non-existence of a SIG record. This indicates
that all branches in the tree below the point where that NSEC record came from
are probably insecure.

3. Bogus: The received reply fails validation. This can be due to numerous reasons:
a signature is missing or expired, the algorithm of the signature is not supported,
data missing that the relevant NSEC RR says should be present, and so forth.

4. Indeterminate: There is no trust anchor that vouches for the validity of a specific
subtree. This is the default operation mode.

4.3.2.2 Negative Response

For an authenticated negative response, the newly introduced NSEC records are used.
They link together all names in a zone circularly. A zone with the names name1, name2
and name5 would have the following NSEC records:

1. links name1 and name2

2. links name2 and name5

3. links name5 and name1

If queried for name3 or name4, the server returns the second NSEC record spanning from
name2 to name5. The NSEC record is signed with a RRSIG record. The receiver can
now first authenticate the validity of the record by checking the signature and then be
sure of the nonexistence of name3, as the returned NSEC record spans over this name.

4.4 Status Quo

4.4.1 How Far Is The New Standard Implemented?

In October 2005, the Swedish .se domain was digitally signed as the first top-level domain.
Beginning in Mai 2010, all 13 rootservers were signed and the public root key was published
in Juli 2010. Since then, DNS is verifiable from the root zone downwards. As of now,
about two dozens of about 300 TLDs have been signed by the root servers (e.g. .ch and
.org), and many more are to follow soon [17] (e.g. .com and .de). The signing of domains
happens quite slowly, because DNSSEC suffers of a bootstrapping problem: Clients won’t
profit a lot from DNSSEC until it is widely distributed, and because it takes a high amount
of work for the administrators to update to DNSSEC, many of the wait until the installed
base has grown further.

4.4.2 Weaknesses of DNSSEC

As one can imagine, adding DNSSEC to a complex, distributed and highly important
system like DNS isn’t without drawbacks [11]. Below is a list of identified weaknesses
that are inherent in DNSSEC.
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� Higher Package Size and Workload: Name servers now have to perform signature
validation. This increases the load on the servers considerably and can raise the
time until a response can be given. Also, using DNSSEC significantly increases the
size of DNS response packages (1031% in [18]). Amongst other issues, this makes
the nameservers more vulnerable to DDOS attacks.

In [18], Guillard measured a drop in overall performance of 38% for the BIND server
when DNSSEC was installed. The databases used 20 times more space on the hard
drives, the used bandwidth was 10 times bigger and 4 times more memory was
required to provide the services.

� Hierarchy: Like the original DNS, DNSSEC’s trust model is strictly hierarchical.
Anything that compromises the integrity in the chain between the root and a partic-
ular node can break the chain of trust and thus the ability of DNSSEC to guarantee
security.

� Last Hop: [1] specifically states that the ’last hop’ - the transmission between the
end user machine and the recursive resolver, may be out of scope for DNSSEC.
This is because the signatures are only expected to flow from authoritative servers
to local recursive resolvers, but the stub resolvers on the end user’s side might not
be equipped to handle signature verification. Therefore, channel security on this
last hop is of utter importance, as the recursive resolver distinguishes secure data
from insecure data only by setting the ’authenticated data’ (AD) bit in the answer
package sent to the end user. An attacker now only has to manipulate that bit to
forge a secure answer [16].

� Distribution of Root-Keys: As the public keys to authenticate signatures are trans-
ported over the DNS, it is possible for an attacker to compromise this transmission
and spoof this root key (or any other key) and prevent the resolver from ever build-
ing up a reliable chain of trust. This can be avoided by setting the aforementioned
trust anchor and shifts the security issue to the configuration of the resolver.

� Zone Walking: With the newly introduced NSEC records, it is trivial to gather a list
of all names in a zone. Just follow the NSEC records, they lead reliably to the next
host in the zone. To build a map of the contents of a zone now only takes as many
queries as the zone has hosts, in contrast to before NSEC, where this was a difficult
and expensive task. DNS data is normally kept in the obscurity of not being easily
available because knowing which machines exist can greatly an attacker [11].

Arguably even more important than controlling who can query your name server is
ensuring that only your real slave name servers can transfer zones from your name

server. Users on remote hosts can only look up records (e.g., addresses) for
domain names they already know, one at a time. It’s the difference between letting
random folks call your company’s switchboard and ask for John Q. Cubicle’s phone

number [versus] sending them a copy of your corporate phone directory. [21]

There is already an update available to prevent this: NSEC3 changes the NSEC
records so that they don’t provide the next hostname in cleartext but in a hashed
version.

4.5 Conclusion

When DNS was first introduced in 1983 it had some serious security flaws. Some of them
could be fixed by technical means, but some were caused by the design of DNS. One of
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those latter problems was that it was not possible for a resolver to be able to authenticate
the origin and correctness of the data received when sending out a query. DNSSEC was
created to provide means for origin authentication and cryptographic integrity to the
domain name system [16] to close those serious security issues where unauthorized and
possibly malicious data could be fed into the DNS. The specifications published and now
deployed counteract those threats by signing all data in the DNS in a hierarchical way
asymmetric cryptographically, so that the security-aware recipient can always reliably
make sure that the data is (a) from an authoritative source and (b) not compromised
during the delivery process. DNSSEC proved to be effective in what it was designed to
do [16] However, this adds new responsibilities and workload to the already quite complex
DNS, as the security provided by DNSSEC comes with a high price in needed resources.
This will need DNS providers to adjust their hardware and therefore makes the system
more vulnerable to DDOS attacks [16].
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Kapitel 5

State of the Art of Service
Component Architecture

Marco Creola

Service-Orientierte Architektur (SOA) ist ein Softwarearchitektur-Paradigma, das in den
vergangenen Jahren zunehmends an Bedeutung gewonnen hat. Service-Komponenten Ar-
chitektur (SCA) implementiert SOA. SCA beruht auf einer jungen Spezifikation und hat
zum Ziel, die Applikationsentwicklung innerhalb der SOA zu vereinfachen und zu verein-
heitlichen. Die Kernelemente von SCA sind Komponenten und Kompositionen solcher
Komponenten. SCA Komponenten und Kompositionen lassen sich durch verschiedene
Programmiersprachen implementieren und können die unterschiedlichsten Kommunika-
tionsprotokolle verwenden. Komplexe und hierarchisch verschachtelte Geschäftsprozesse
lassen sich in der SCA abbilden, indem Kompositionen wiederum als Komponenten von
grösseren Kompositionen verwendet werden. Mit der Spezifikation von SDO wird ausser-
dem eine Methode eingeführt, die für SCA nicht ohne Bedeutung ist bzw. zukünftig sein
wird. SDO vereinheitlicht den Datenzugriff heterogener Datenquellen. SCA-basierte Ap-
plikationen brauchen eine Laufzeitumgebung, um ausgeführt werden zu können. Heutige
Implementierungen, wie z.B. Apache Tuscany, Metaform Systems Fabric3 oder Paremus
Service Fabric, sind schon weit fortgeschritten und bieten zahlreiche Möglichkeiten für
einen reibungslosen Betrieb von SCA an.
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5.1 Einleitung

Service-Orientierte Architektur (SOA) ist ein Softwarearchitektur-Paradigma, welches in-
nerhalb der Informations- und Kommunikationstechnologie (IKT) grosse Aufmerksamkeit
gewonnen hat [35] [27]. Die Softwarearchitekturen heutiger Organisationen sind in den
letzten Jahren massiv gewachsen [27]. Das Wachstum der Applikationen geschieht meist
unkontrolliert [27]. Dies führte zu immer komplexer werdenen Architekturen, welche zu-
nehmends nicht mehr wartbar werden bzw. nur mit erheblichem Aufwand wartbar bleiben
[27].
SOA hat als primäres Ziel, Geschäftsprozesse effizienter auf die Software abzubilden, da-
mit die IKT bessere Lösungen für Geschäftsabläufe anbieten kann [24]. Geschäftsprozesse
und Teilaufgaben dieser Prozesse werden als Services betrachtet [24]. SOA ermöglicht,
dass Software lose gekoppelt, gekapselt, modular und komponierbar aufgebaut und im-
plementiert ist [24]. Bei gut umgesetztem SOA entsteht daher Software, die einen hohen
Grad an Wiederverwendbarkeit aufweist [24]. Durch die lose Koppelung ist SOA Software
leichter zu warten, was v.a. bei grossen Systemen zu massiven Kosteneinsparungen führt
[22]. Deshalb wird SOA auch meistens von der Geschäftsseite her bevorzugt [22].
Die Spezifikation von SOA legt nicht fest, wie SOA implementiert werden soll [22]. Mei-
stens kommen dabei Implementierungen in Frage, die auf Webservices setzen, da sie im
Kern bereits auf verteilten Systemen zum Einsatz kommen können und plattformunab-
hängiger als andere Technologien sind [22]. Ein Implementierungsmodell von SOA wird
mit der Service-Komponenten Architektur (SCA) bereit gestellt [28]. Das Modell ist erst
ein paar Jahre alt: die erste Spezifikation stammt aus dem Jahre 2007 [28]. Die Ker-
nelemente von SCA sind Komponenten und Kompositionen solcher Komponenten, die
wiederum in Domänen zusammengefasst werden [15]. Domänen können wiederum auf
verteilten Systemen zum Einsatz kommen [15].
Die vorliegende Arbeit beschreibt als erstes SCA und deren Kernelemente: Komponenten
und Kompositionen. Dabei wird v.a. der Fokus auf die Kommunikationsanbindung (Pro-
tokolle, Austausch der Komponenten untereinander und zu nicht-SCA Software) gelegt.
Zweitens werden die Service Data Objects (SDO) beschrieben. SDO hat zum Ziel, anhand
einer Spezifikation den Datenzugriff und -austausch zu vereinfachen und zu vereinheitli-
chen. SDO spielt im Zusammenhang mit SOA und SCA eine wichtige Rolle und wird hier
deshalb erwähnt.
Zuletzt werden drei SCA Implementierungen vorgestellt und deren Unterschiede aufge-
zeigt. SCA benötigt eine eigene Laufzeitumgebung. Die Abschnitte dazu befassen sich da-
her mit den Eigenschaften der Implementierungen solcher Laufzeitumgebungen: z.B. mit
welcher Sprache können SCA Komponenten implementiert werden, welche Kommunika-
tionsprotokolle werden unterstützt und auf welchen Umgebungen die Laufzeitumgebung
eingebettet werden kann.

5.2 Service Component Architecture

Dieses Kapitel definiert SCA und zeigt deren Prinzipien auf. Zuerst wird eine Einführung
in die Begriffe und in SCA im Allgemeinen gegeben. Danach werden die Kernelemente der
SCA erklärt: Komponenten und Kompositionen, deren Interaktion und Konfiguration.

5.2.1 Einführung

Die Organization for the Advancement of Structured Information Standards, kurz OASIS,
ist ein non-profit Konsortium, welches die Entwicklung offener Web Standards fördert
[30]. Unter anderem gehören IBM, Oracle und Red Hat - um einige der bekannteren
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Mitglieder zu nennen - dem Konsortium an [31]. OASIS ist für die Spezifikation der SCA
verantwortlich [32]. Die aktuellste Version der SCA Spezifikation ist 1.0 und stammt aus
dem Jahre 2007 [28]. Im Januar 2010 wurde ein Entwurf für die Version 1.1 vorgelegt [29].
Die Spezifikation hat zum Ziel, die SOA Applikationsentwicklung zu vereinfachen, in-
dem neue Konzepte und Richtlinien für die Entwicklung serviceorientierter Applikationen
eingeführt werden, und dies unabhängig der eingesetzten Programmiersprache und der
verwendeten Plattform [28] [32]. Für diverse Programmiersprachen, wie z.B. Java und
C++, wurden Implementierungen der SCA genauer spezifiziert [36].
Hinter SCA liegt die Absicht, Geschäftsprozesse, die in einzelne Services zerlegt werden
können, in Komponenten und Kompositionen solcher Komponenten abzubilden [28]. Pro
Geschäftsaufgabe kann eine Komponente in derjenigen Sprache programmiert und auf
derjenigen Plattform veröffentlich werden, die für eben diesen Geschäftsprozess am besten
geeignet sind [28]. Mittels Kompositionen lassen sich einzelne Aufgaben zu Prozessen
zusammenfassen [28]. Komponenten der gleichen Komposition müssen dabei weder auf
der gleichen physischen Maschine noch innerhalb des gleichen Systemprozesses ausgeführt
werden, sondern können in verteilten Systemen zum Einsatz kommen [15]. Kompositionen
wiederum lassen sich als Komponenten in grösseren Kompositionen zusammenführen, was
die Abbildung hierarchisch verschachtelter Geschäftsprozesse gewährleistet [28].
SCA Komponenten und Kompositionen ermöglichen ausserdem den Einsatz verschieden-
ster Technologien, mit denen sie mit anderen Komponenten und Kompositionen, aber
auch mit nicht-SCA Software kommunizieren können [28]. Die Funktion einer Kompo-
nente wird anderen Komponenten oder nicht-SCA Software als Service angeboten [28].
Bezogene Services einer anderen Komponente oder einer nicht-SCA Software werden als
Referenzen dargestellt.
Abbildung 5.1 illustriert den Zusammenhang und die Verknüpfung von Komponenten,
Kompositionen und nicht-SCA Software.

Abbildung 5.1: SCA Kompositionen [15]

Eine oder mehrere Kompositionen werden innerhalb einer sogenannten Domäne zusam-
mengefasst [28]. Eine Domäne stellt dabei diejenige Einheit dar, die die Prozesse einer ein-
zelnen Businesseinheit repräsentiert [28]. Eine Domäne kann sich über mehrere physische
Maschinen erstrecken, was zur Folge hat, dass die Kommunikation zwischen Komponen-
ten, resp. Kompositionen, ebenfalls nicht nur lokal, sondern auch verteilt erfolgen kann
[15]. Kompositionen an sich lassen sich jedoch nicht domänenübergreifend erstellen [15].
Präziser ausgedrückt heisst das also, dass sowohl alle Komponenten einer Komposition
als auch die Komposition selbst innerhalb der gleichen Domäne liegen müssen, aber auf
verschiedene Prozesse auf mehreren Rechnern verteilt werden können [15].
Abbildung 5.2 stellt das Zusammenspiel von Komponenten, Kompositionen und Domänen
schematisch dar. Zudem zeigt Abbildung 5.2 auch, wie nicht-SCA Software mit der Domä-
ne kommunizieren kann und dass Domänen über mehrere physische Maschinen existieren
können.
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Abbildung 5.2: SCA Domänen [15]

SCA Komponenten und Kompositionen werden in XML Dateien definiert [28]. Die XML
Datei basiert auf einem Format namens Service Component Definition Language (SCDL),
das in späteren Abschnitten genauer erläutert wird [28] [15]. Die SCDL Datei bestimmt,
wie die Laufzeitumgebung die Komponenten- und Kompositionenkonfiguration ausführen
soll [15]. Für die Lauffähigkeit von SCA braucht es nämlich eine spezielle Laufzeitumge-
bung, die nicht durch die SCA Spezifikation bestimmt wird, sondern frei gewählt werden
kann [15]. Implementierungen von SCA Laufzeitumgebungen werden im Kapitel 5.4 be-
schrieben.

5.2.2 Komponenten

Komponenten stellen die Grundelemente von SCA dar [28]. Komponenten repräsentieren
(Teil-)Aufgaben von Geschäftsprozessen [15]. Mit Hilfe von Komponenten wird Code (z.B.
eine Java Klasse) konfiguriert und implementiert [28]. Eine Java Klasse kann dabei von
mehreren Komponenten unterschiedlich konfiguriert werden, d.h. Code kann auf einfa-
che Art und Weise mit Hilfe der frei wählbaren Konfiguration wiederverwendet werden
[28]. Abbildung 5.3 zeigt die schematische Darstellung einer Komponente. Gemäss der
Abbildung kann eine Komponente mehrere Services anbieten, mehrere Services anderer
Komponenten (oder nicht-SCA Software) benutzen (References), bestimmte Eigenschaf-
ten (Properties) besitzen und verschiedenartig implementiert sein [28].
Wie bereits erwähnt, kommuniziert eine Komponente mit anderen Komponenten oder
nicht-SCA Software, indem sie Services anbietet und/oder Services anderer Komponenten
oder nicht-SCA Software bezieht (Referenzen). Wie Services angeboten und Referenzen
bezogen werden, wird anhand von Bindings in der SCDL Datei beschrieben [15]. Ein
Binding spezifiziert, wie die Kommunikation genau abläuft [15]. Dabei müssen nur die-
jenigen Kommunikationswege durch Bindings präzisiert werden, die die Domänengrenze
überschreiten [15]. Genauer gesagt: für einen Service, der von einer Komponente der glei-
chen Domäne in Anspruch genommen wird, muss kein Binding spezifiziert werden: die
Laufzeitumgebung übernimmt diese Arbeit [15]. Bei Domänen überschreitender Kommu-
nikation muss das Binding, d.h. das Protokoll und die Adresse, bestimmt werden [15]. Da
das Binding vom Service bzw. von der Referenz entkoppelt ist, ist es möglich, dass ein
Service bzw. eine Referenz mit verschiedener, entfernter Software kommunizieren kann
[15]. Auf diese Weise kann eine Komponente einfacher wiederverwendet werden [15].
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Abbildung 5.3: SCA Komponente [28]

Der in diesem Abschnitt erwähnte Sachverhalt soll anhand eines Beispieles verdeutlicht
werden. Für das Beispiel wird dabei die Sprache Java verwendet. Es könnte aber auch
eine x-beliebige Programmiersprache verwendet werden.
Als Beispiel nehmen wir einen Taschenrechner, der primitive Rechenaufgaben, wie z.B.
die Addition ganzer Zahlen, bewerkstelligen kann. Der Taschenrechner, eine Komponente,
bietet seine Rechenkunst als Webservice an und bezieht von einer anderen Komponente
die Rechenoperation1. Die beiden Komponenten liegen in der gleichen Komposition (mehr
zu Kompositionen im Abschnitt 5.2.3).
Die eine Komponente AddServiceComponent stellt eine Methode zur Addition zweier In-
tegerzahlen als Service zur Verfügung. Bei der Java SCA Komponente werden Services
als Java Interfaces beschrieben [28]. Listing 5.1 zeigt das AddService Interface.

public interface AddService {

int add(int n1, int n2);

}

Listing 5.1: Interface des AddServices

Dazu die entsprechende Implementierung, abgebildet in Listing 5.2.

public class AddServiceImpl implements AddService {

public int add(int n1, int n2) {

return n1 + n2;

}

}

Listing 5.2: Implementierung des AddServices

Die andere Komponente CalculatorServiceComponent stellt ihren Dienst als Service zur
Verfügung und bezieht dabei den Service der anderen Komponente. Dazu das Inferface in
Listing 5.3 und die Implementierung in Listing 5.4.

@Remotable

public interface CalculatorService {

String getResult(int n1, int n2);

}

Listing 5.3: Interface des CalculatorServices

1Das Beispiel soll nur verdeutlichen, wie Komponenten und deren Elemente in der SCA-Welt definiert
werden. Das Beispiel lehnt sich an eines auf der Tuscany Webseite an [1].
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public class CalculatorServiceImpl implements CalculatorService {

@Property

public String myProperty;

@Reference

private AddService addService;

public String getResult(int n1 , int n2) {

return myProperty.concat(addService.add(n1, n2));

}

}

Listing 5.4: Implementierung des CalculatorServices

Im Listing 5.3 besitzt das Interface die Java Annotation @Remotable. Diese Annotation
signalisiert der Laufzeitumgebung, dass dieser Service auch ausserhalb der Domäne in
Anspruch genommen werden kann.
Im Listing 5.4 besitzt die Klassenvariable myProperty die Java Annotation @Property.
Werte von Komponenteneigenschaften werden in der SCDL Datei konfiguriert (dazu gleich
mehr). Die Java Annotation @Reference signalisiert der Lauftzeitumgebung, dass diese
Klasse auf einen anderen Service zugreift, nämlich auf denjenigen, der von AddService zur
Verfügung gestellt wird. Normalerweise würde man erwarten, dass AddService innerhalb
von CalculatorServiceImpl instanziert wird, damit sie benutzt werden kann. Die Java
Annotation @Reference und der entsprechende Eintrag in der SCDL Datei veranlassen
die Laufzeitumgebung, diesen Vorgang selbständig zu übernehmen [15].
Wie bereits in Abschnitt 5.2.1 erwähnt, werden Komponenten in der SCDL Datei der
Komposition konfiguriert. Listing 5.5 zeigt für unseren Taschenrechner die entsprechende
SCDL Datei:

<composite name="Calculator">

<component name="CalculatorServiceComponent">

<implementation.java class="CalculatorServiceImpl"/>

<reference name="addService" target="AddServiceComponent" />

<property name="myProperty">

The result is

</property >

<service name="CalculatorRemote">

<binding.ws uri="http :// www.example.com/calculator"/>

</service >

</component >

<component name="AddServiceComponent">

<implementation.java class="AddServiceImpl"/>

</component >

</composite >

Listing 5.5: SCDL Datei des Calculators

Im Listing 5.5 wird pro Komponente festgelegt, mit welcher Sprache (hier Java) die ent-
sprechende Klasse implementiert wird. Wie bereits erwähnt, kann theoretisch jede denk-
bare Programmiersprache verwendet werden.
Weiter beschreibt die SCDL Datei mögliche Referenzen. In diesem Beispiel hat Calcula-
torServiceComponent eine Referenz auf AddServiceComponent. Das heisst also, dass die
erste Komponente den Service, den die zweite Komponente anbietet, benützt.
Eigenschaften werden ebenfalls in der SCDL Datei festgelegt und werden während der
Ausführung von der Laufzeitumgebung gelesen [15]. So hat der Entwickler die Möglichkeit,
die gleiche Komponente mit unterschiedlichen Eigenschaften zu verwenden (Stichwort
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Wiederverwendung), ohne den Code der zugrunde liegenden Klasse ändern zu müssen
[15].
Im Beispiel bietet CalculatorServiceComponent ihren Service auch ausserhalb der Domäne
an. Wie bereits erwähnt, ist nicht die Java-Klasse oder -Schnittstelle dafür verantwort-
lich, welches Protokoll benutzt wird und wie der Service aufgerufen wird. Das wird, wie
im Listing 5.5 gezeigt, in der SCDL Datei mittels Binding definiert: ws bedeutet dabei,
dass der Service als Webservice verfügbar gemacht wird und dass der Service via der im
Attribut uri bestimmten Adresse erreichbar ist. Die Binding-Methoden werden von der
Laufzeitumgebung zur Verfügung gestellt2 [15]. Aus Gründen der Kompatibilität müs-
sen Binding-Methoden von der Laufzeitumgebung in WSDL3 (Web Services Description
Language) beschrieben werden, damit via SOAP4 darauf zugegriffen werden kann [15].
Wollte man diesen Service auf andere Arten erreichbar machen (z.B. über JSON-RPC),
könnte man dies durch ein weiteres Bindingelement deklarieren [15]. Das bringt wieder-
um den Vorteil für die Entwickler, dass keine einzige Zeile Code geändert, sondern nur
die SCDL Datei angepasst werden muss, was einen flexiblen Einsatz einer Komponen-
te ermöglicht [15]. Ausserdem muss sich ein Entwickler nicht mit APIs unterschiedlicher
Implementierungen der Protokolle beschäftigen, sondern kann sich auf den Dienst der
Laufzeitumgebung verlassen [15].
Im gezeigten Beispiel wird ein Binding nur für den Service definiert. Würde die Referenz
auf einen Service ausserhalb der Domäne zugreifen, müsste auch bei der Referenz analog
zum Service ein Binding gesetzt werden [15].

5.2.3 Kompositionen

Kompositionen werden benutzt, um Komponenten zu gruppieren [15]. Wie in Abschnitt
5.2.1 bereits erwähnt, können Kompositionen wiederum als Komponenten agieren und von
hierarchisch höher gelegenen Kompositionen mit anderen Komponenten oder Kompositio-
nen gruppiert werden [28]. So ist es möglich, komplexe Geschäftsprozesse und -aufgaben
verschachtelt zu implementieren [28]. Abbildung 5.4 zeigt schematisch eine Komposition,
die aus zwei Komponenten zusammengesetzt ist.
Kompositionen können wie Komponenten Services anbieten, fremde Services beziehen und
Eigenschaften besitzen [28]. Diese drei Elemente stellen jedoch immer Services, Referen-
zen oder Eigenschaften von Komponenten dar, die innerhalb der Komposition liegen, d.h.
die Komposition preist gegen aussen Elemente ihrer Komponenten an (vom Englischen
to promote) [28]. Der Vorgang des Promotens hat dann einen Vorteil, wenn die Kompo-
sition wiederum als Komponente in einer höher gelegenen Komposition verwendet wird
[15]. Dann sind die Services und Referenzen, die promotet werden, gegen Aussen sicht-
bar [15]. Abbildung 5.4 zeigt, wie die Komposition einen Service, eine Referenz und zwei
Eigenschaften promotet.
Listing 5.6 zeigt eine Eigenschaft, die promotet wird.

<composite ...>

<property name="myProperty">

This is a value

</property >

<component name="ComponentA">

...

<property name="componentProperty" source="$myProperty"/>

...

2Die im Kapitel 5.4 vorgestellten SCA Implementierungen ermöglichen es, eigene Bindings zu erstellen.
3Informationen zu WSDL finden sich unter http://www.w3.org/TR/wsdl.html.
4Informationen zu SOAP finden sich unter http://www.w3.org/TR/soap.
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Abbildung 5.4: SCA Komposition [28]

</component >

</composite >

Listing 5.6: Promoten einer Eigenschaft

Listing 5.7 zeigt sowohl einen Service als auch eine Referenz, die promotet werden.

<composite ...>

<service name="myService" promote="ComponentA/componentService">

<binding.ws uri="http :// www.example.com/service"/>

</service >

<reference name="myReference" promote="ComponentB/componentRef">

<binding.ws uri="http :// www.example.com/reference"/>

</reference >

<component name="ComponentA">

...

<service name="componentService"/>

...

</component >

<component name="ComponentB">

...

<reference name="componentRef"/>

...

</component >

</composite >

Listing 5.7: Promoten eines Services und einer Referenz

Ebenfalls ermöglicht die SCA Spezifikation, dass innerhalb einer Komposition Kompo-
nenten unterschiedlichster Implementierungssprachen verwendet werden können [15]. Das
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heisst, dass die Implementierung von Komponente A z.B. mit Java und Komponente B
mit C++ erstellt sein kann.

5.3 Service Data Objects

Service Data Objects (SDO) ist eine Spezifikation, die den Datenzugriff heterogener Da-
tenquellen vereinfachen und vereinheitlichen soll [33]. Wie bei SCA ist auch bei SDO das
Konsortium von OASIS für die Spezifikation verantwortlich [34]. Die aktuellste Version
der SDO Spezifikation ist 2.1 und stammt aus dem Jahre 2007 [33].
SDO trennt Applikationscode von der Implementierung des Datenzugriffs [33]. Um mög-
lichst flexibel zu sein, verzichtet die SDO Architektur auf eine bestimmte Datenabfra-
gesprache und auf ein bestimmtes Datenbank Backend [33]. Vielmehr soll SDO auf ver-
schiedene Abfragesprachen und Datenbanken angewendet werden können, um, wie bereits
erwähnt, den Datenzugriff zu vereinheitlichen [33]. Für diverse Programmiersprachen, wie
z.B. Java und C++, wurden Implementierungen der SDO genauer spezifiziert [37].
SDO stellt dabei vier Komponenten zur Verfügung: Data Objects, Data Graphs, Metadata
und Data Access Services [33]. Abbildung 5.5 zeigt die SDO Komponenten.

Abbildung 5.5: SDO Grundelemente [33]

Ein Datengraph enthält alle Datenobjekte und stellt die Einheit dar, die zwischen Kom-
ponenten übermittelt werden [33]. Der Datengraph führt Datenänderungen mit sich [33].
Datenänderungen umfassen Informationen über Datenobjekte, die geändert, hinzugefügt
oder entfernt wurden [33]. Bei geänderten Datenobjekten werden nicht nur die neuen,
sondern auch die alten Daten in der Änderungshistory enthalten sein [33].
Ein Datenobjekt enthält die eigentlichen Daten, d.h. Werte und Referenzen zu anderen
Datenobjekten [33]. Ausserdem referenziert das Datenobjekt seine eigenen Metadaten
[33]. Datenobjekte stellen eine Daten API zur Verfügung, mit der die Objekte gelesen
und geändert werden können [33].
Metadaten enthalten Informationen über Datenobjekte wie z.B. Datentyp, Datenrelatio-
nen und Bedingungen (Constraints) [33]. Datenobjekte können untereinander, innerhalb
des Datengraphen, 1:1, 1:n und n:m Beziehungen aufweisen [33]. Auch für die Metadaten
wird eine eigene API von SDO zur Verfügung gestellt [33].
Schliesslich ist der Datenzugriffservice für die Kommunikation mit der Datenquelle
zuständig [33]. Der Datenzugriffservice erstellt mit den Informationen der Datenquelle die
Datengraphen [33]. Zudem ist der Datenzugriffservice dafür verantwortlich, Änderungen
in einem Datengraph auf der Datenquelle zu vollziehen [33].
Die Abbildung 5.6 zeigt das Mapping einer XML Datei auf ein SDO. Das SDO hat in
diesem Beispiel zwei Datenobjekte mit einer 1:n Relation.
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Abbildung 5.6: XML und SDO Mapping [14]

SDO Datenobjekte können beim Austausch von SCA Komponenten eingesetzt werden
[14]. Ausserdem können Komponenten mit lokalen oder entfernten Datenquellen anhand
von SDO Datenobjekten und des SDO Datenzugriffservices kommunizieren [15]. Die Ab-
bildung 5.1 in Abschnitt 5.2.1 zeigt eine solche Verbindung einer SCA Komponente mit
einem Datenbackend. In Kapitel 5.4 wird eine SCA Implementierung vorgestellt, die SDO
für den Datenzugriff verwendet.

5.4 Implementierungen

Wie bereits im Kapitel 5.2 mehrfach erwähnt, braucht es für die Ausführung von SCA ei-
ne entsprechende Laufzeitumgebung. Die SCA Spezifikation gibt dabei nicht vor, wie eine
SCA Laufzeitumgebung implementiert werden soll, d.h. es ist den Herstellern solcher Lauf-
zeitumgebungen überlassen, beispielsweise welche Programmiersprachen und Bindings zur
Verfügung gestellt werden, ob und wie solche Umgebungen erweiterbar sind etc. [15] In
diesem Kapitel werden nun drei solcher SCA Laufzeitumgebungen vorgestellt: Apache
Tuscany, Metaform Systems Fabric3 und Paremus Service Fabric (ehemals Newton Fra-
mework).

5.4.1 Apache Tuscany

Wie der Name bereits erkennen lässt, ist Apache Tuscany (Tuscany) ein Unterprojekt der
Apache Software Foundation und wurde im Jahre 2006 gegründet [23]. Hinter Tuscany
stehen diverse Firmen, aber auch durch die Community zahlreiche Privatpersonen [10]
[11] [12]. Tuscany ist Open Source und untersteht der Apache Lizenz [38]. Tuscany SCA
wurde mit Java und C++ implementiert und benutzt auch SDO (siehe Kapitel 5.3) [2]
[3]. In dieser Einführung in Tuscany wird auf die Implementierung von Tuscany SCA Java
eingegangen, d.h. auf eine Erläuterung von Tuscany SCA C++ wird verzichtet.
Tuscany SCA Java (TSCA-Java) ist in zwei Versionen vorhanden: 1.x und 2.x [4]. 1.x
und 2.x verweisen dabei auf die Versionen der SCA Spezifikation5 [4]. TSCA-Java läuft
als Standalone Laufzeitumgebung oder auf verschiedenen Hostumgebungen und lässt sich
auf verteilten Systemen (auch innerhalb einer Cloud) in Betrieb nehmen [4]. Die TSCA-
Java Infrastruktur kann in Kernmodule und Erweiterungsmodule eingeteilt werden [4]. Die

5Gemäss der Tuscany Website ist Oasis an einer Version 2.x für SCA, siehe auch https://cwiki.

apache.org/confluence/display/TUSCANYWIKI/Java+SCA+Roadmap.
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Kernmodule enthalten SCA Komponenten, Datenhandling und die Kernlaufzeitumgebung
[4]. Durch diese Laufzeitumgebung wird die Applikation gebildet und SCA Kompositionen
werden verwaltet [4]. Die Erweiterungen sind für die Unterstützung und Integration ver-
schiedener SOAP Technologien verantwortlich: Protokolle anhand Bindings, Programmier-
sprachen anhand Implementierungen, Datentypen und Sicherheitsaspekte anhand Richt-
linien [4]. Abbildung 5.7 illustriert die TSCA-Java Infrastruktur.

Abbildung 5.7: Tuscany SCA Java [3]

SCA Komponenten und Kompositionen können in Eclipse mit Hilfe der SOA Tools Plat-
form entwickelt werden [5] [17]. Die SOA Tools Platform bietet eine graphische Oberfläche
zur Erstellung von Komponenten und Kompositionen [17]. Zusätzlich bietet Tuscany ein
Eclipse-Plugin zum Download an [6]. Mit Hilfe des Plugins kann man direkt aus Eclip-
se heraus die Laufzeitumgebung von Tuscany starten, eine Komposition einer Domäne
zuweisen und die in der Komposition vorhandenen Services verfügbar machen [13].
TSCA-Java unterstützt dank der Erweiterungen zahlreiche Implementierungssprachen,
Protokolle, Datenanbindungen und Hosts. Tabelle 5.1 zeigt einen Auszug dieser Erweite-
rungen [7]. TSCA-Java ermöglicht die Entwicklung und Integration eigener Erweiterungen
[8].
Neben der Integration von SDO bietet Tuscany ebenfalls für die beiden Implementierungen
Java und C++ jeweils einen eigenen Datenzugriffservice an (siehe Kapitel 5.3) [9].

5.4.2 Fabric3

Fabric3 ist eine SCA Implementierung von der Firma Metaform Systems [18]. Fabric3 wird
im Dual Licensing [16] betrieben: für den nicht-kommerziellen Gebrauch ist die Software
kostenlos, für die kommerzielle Nutzung wird eine Lizenzgebühr erhoben [19]. Ausserdem
verkauft Metaform Systems kommerziellen Support [19].
Fabric3 unterstützt in der aktuellen Version die SCA Spezifikation 1.1 [20]. Die Laufzeit-
umgebung von Fabric3 ist mit Hilfe von SCA Domänen organisiert (vgl. Abschnitt 5.2.1)
[20]. Farbic3 kann als Standalone Umgebung oder aber auch auf anderen Hosts betrieben
werden [20]. Fabric3 ist ebenfalls auf Clustern lauffähig und kann in einer Cloud betrieben
werden [20].
Wie Tuscany hat auch Fabric3 neben den Kernmodulen diverse Erweiterungen zur Verfü-
gung [20]. Mit Fabric3 lassen sich ebenfalls eigene Erweiterungen direkt erstellen: Fabric3
benutzt für ihre Erweiterungen das SCA Modell [20]. Tabelle 5.2 zeigt einen Auszug aus
den Erweiterungen. Als Entwicklungsumgebung wird IntelliJ IDEA [25] empfohlen; Fa-
bric3 SCA kann aber auch mit Eclipse entwickelt werden [21].
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Ebene Erweiterung Bemerkung
Implementierung Java

Script Script Support (z.B. Ruby, Javascript etc.)
Spring
BPEL
XQuery

Protokolle Ajax
JMS Asynchroner Austausch
JSON-RPC
RMI
HTTP SOAP/HTTP Web Service
RSS

Datenanbindung JAXB
SDO
SDO-AXIOM SDO zu AXIOM Transformation

Hosts Embedded Originale Laufzeitumgebung
Jetty
Tomcat

Tabelle 5.1: Auszug aus den Tuscany SCA Java Erweiterungen [7]

Ebene Erweiterung Bemerkung
Implementierung Java

JAX-RS/REST
JUnit
Mock
Web Components

Protokolle Web Services mit .NET Interoperabilität
JMS Asynchroner Austausch
HTTP Asynchron und synchron, SOAP
TCP Asynchron und synchron
FTP

Hosts host.embedded Originale Laufzeitumgebung
Tomcat
WebLogic

Tabelle 5.2: Auszug aus den Fabric3 Erweiterungen [20]

5.4.3 Paremus Service Fabric

Die Firma Paremus bietet das Produkt Paremus Service Fabric (PSF) an, das früher
Newton Framework hiess [39] [40]. PSF ist kostenpflichtig, also nicht Open Source [41].
Eine Übersicht über die Preise finden sich auf der Paremus Webseite [45].
PSF bietet ein Framework sowohl für SCA als auch für OSGi (kurz für Open-Services-
Gateway-Initiative) an6 [42]. PSF legt ein spezielles Augenmerk darauf, dass das Frame-
work auf verteilten Systemen und im Speziellen in Privaten Clouds lauffähig ist7 [42]. PSF
kann - um einer der Cloud Aspekte zu nennen - dynamisch skaliert werden [42]. Dabei soll
PSF auf dem Platform-as-a-Service (PaaS) Layer zum Einsatz kommen (siehe Abbildung
5.8) [43].

6Weitere Informationen über OSGi finden sich unter http://www.osgi.org.
7Gemäss Paremus [44] kann PSF auch in Amazon’s EC2 Public Cloud lauffähig gemacht werden.
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Abbildung 5.8: Paremus Service Fabric als PaaS [43]

PSF setzt sich aus folgenden Komponenten zusammen: dem Atlas Agenten, dem Nimble
Node, System Kompositionen, Services, Bindings und der Prozessgruppe [43]. Der Atlas
Agent läuft auf jeder virtuellen oder physikalischen Maschine und ist für die Anbindung an
das PSF System verantwortlich [43]. Der Nimble8 Node ist das eigentliche Herzstück der
PSF: hier werden Softwarekomponenten erstellt und deren Abhängigkeiten verwaltet [43].
Systemkompositionen bilden SCA Kompositionen ab [43] und beinhalten Services und
Bindings [43]. Schliesslich umfasst die Prozessgruppe Instanzen von Systemkompositionen
[43]. PSF kann mehrere Prozessgruppen instanzieren [43].
Weiter enhält PSF Anwendungen zur Verwaltung, Veröffentlichung und Überwachung der
Laufzeitumgebungen [43]. Das schliesst Tools für die Cloud ein [43].
Wie Tuscany und Fabric3 bietet PSF zahlreiche Erweiterungen an [46] [47]. Auch lassen
sich - analog zu den anderen Implementierungen - eigene Erweiterungen hinzufügen [46]
[47]. Tabelle 5.3 zeigt einen Auszug der PSF Erweiterungen.
Eine der Erweiterungen ist das Binding zu OSGi (siehe Tabelle 5.3). Das OSGi Binding
stellt eine Schnitstelle zur OSGi Registry dar [48]. In der OSGi Registry werden Services
der OSGi Bundles registriert und zugänglich gemacht [49]. Ein Bundle ist die kleinste im
OSGi definieret Einheit, die aus Java-Klassen besteht (die Laufzeitumgebung von OSGi ist
die Java Virtual Machine, JVM) [26]. Damit Bundles gegenseitig benutzt werden können,
bieten sie Services in Form von einfachen Java Interfaces an [26]. Die OSGi Registry - und
deshalb auch die Services der Bundles - steht nur zur Laufzeit der JVM zur Verfügung
[26]. Mit dieser von PSF angebotenen Erweiterung lassen sich also ohne weiteres Hinzutun
Services benutzen, die mit dem OSGi Framework bereitgestellt werden [48].

Ebene Erweiterung Bemerkung
Implementierung Java

Spring
OSGi

Protokolle RMI
OSGi Schnittstelle zu OSGi

Hosts host.embedded Originale Laufzeitumgebung
Tabelle 5.3: Auszug aus den Paremus Service Fabric Erweiterungen [46] [47]

8Nimble ist ein Akronym für Newton Internal Model BuiLdEr [43].
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5.4.4 Unterschiede der Implementierungen

In diesem Abschnitt wird auf die Vor- und Nachteile der eben vorgestellten Implementie-
rungen eingegangen. Diese Analyse stützt sich auf die vorgestellten Themen, respektive auf
den Informationen, die auf den Webseiten der Herstellern zur Verfügung gestellt werden.
Diese Analyse beinhaltet weder Daten zu den Systemeigenschaften während des Betriebes
(z.B. Performance, Stabilität, Sicherheit) noch Aussagen zur Qualität, wie die Laufzeitum-
gebungen mit bzw. auf anderen Systemen verbunden bzw. zum Einsatz kommen. Ebenfalls
wurde die Support- und Dokumentationsqualitäten der drei Herstellern nicht gemessen.
Dies würde den Rahmen dieser Seminararbeit übersteigen. Deshalb kann hier im weitesten
Sinne nicht von Vor- und Nachteilen, sondern von Unterschieden gesprochen werden.
Tuscany ist Open Source und sowohl für den privaten als auch kommerziellen Einsatz
kostenlos. Fabric3 ist ebenfalls Open Source, erhebt aber für die kommerzielle Verwen-
dung Lizenzgebühren. Paremus ist proprietäre Software und ist kostenpflichtig. Metaform
Systems (Fabric3) und Paremus (PSF) bieten zusätzlichen, kommerziellen Support an.
Hinter Fabric3 und PSF stehen in erster Linie also private Unternehmen, die direkten
kommerziellen Nutzen aus der SCA Implementierung erzielen wollen. Hinter Tuscany ste-
hen ebenfalls diverse Unternehmen, aber auch Privatpersonen. Diese wollen jedoch be-
stenfalls nur indirekten kommerziellen Nutzen erzielen, indem die SCA Implementierung
nicht verkauft wird, sondern die Implementierung für anderweitig angestrebte Softwarelö-
sungen verwendet werden kann (wodurch dann allenfalls kommerzieller Nutzen entstehen
könnte).
Allen drei Implementierungen ist gleich, dass standardmässig bereits Erweiterungen an-
geboten werden. Darüber hinaus bieten alle drei Implementierungen den Entwicklern die
Möglichkeit, eigene Erweiterungen in das System einzubinden. Tuscany bietet standard-
mässig am meisten Erweiterungen an. Ebenfalls ist bei Tuscany die Spezifikation von SDO
und dem Datenzugriffservice integriert, was den Vorteil eines einheitlichen Datenhandlings
zur Folge hat (siehe Kapitel 5.3). Fabric3 und PSF bieten keine Integration von SDO von
Haus aus an. Hingegen werden eigene Erweiterungen bei Fabric3 direkt mit SCA auf der
Laufzeitumgebung implementiert.
Alle drei Implementierungen lassen sich auf diversen Hosts integrieren und können auf
verteilten Systemen (auch in Clouds) zum Einsatz kommen. PSF bietet explizit die Ver-
wendung in Clouds an: die PSF Laufzeitumgebung ist dynamisch skalierbar und bietet
zusätzliche Tools zur Verwaltung und Integration in eine Cloud an. PSF soll dabei als
Entwicklungsplattform innerhalb der Cloud erstellt werden (Platform-as-a-Service).

5.5 Zusammenfassung

SOA gewann in den letzten Jahren massiv an Bedeutung. Infolge des schnellen und meist
unkontrollierten Wachstums der Architekturen wurde Software in heutigen Organisa-
tionen zunehmends komplexer. SOA verfolgt als primäres Ziel, Geschäftsprozesse und
-aufgaben in lose gekoppelte, modulare Services abzubilden. Dadurch soll Software einfa-
cher zu warten sein, kann eher wiederverwendet werden und bildet effektiver tatsächliche
Geschäftsprozesse ab als bisherige Methoden.
Die Spezifikation von SOA legt nicht fest, wie SOA implementiert werden soll. Meistens
kommen dabei Implementierungen in Frage, die auf Webservices setzen. Ein Implemen-
tierungsmodell von SOA ist SCA. Die Spezifikation von SCA ist relativ jung und gewinnt
immer grösserer Aufmerksamkeit. Die Spezifikation von SCA ist von der verwendeten Pro-
grammiersprache und der einzusetzenden Plattform unabhängig. SCA hat denn auch zum
Ziel, die Applikationsentwicklung unter dem service-orientiertem Paradigma zu vereinheit-
lichen und zu vereinfachen. SCA bildet Geschäftsprozesse, die in Services zerlegt werden,
in Komponenten und Kompositionen solcher Komponenten ab. Kompositionen lassen sich
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wiederum als Komponenten in noch grösseren Kompositionen zusammenführen. Dadurch
können auch hierarchisch verschachtelte Geschäftsprozesse abgebildet werden. SCA Kom-
ponenten und Kompositionen ermöglichen den Einsatz verschiedenster Technologien, mit
denen sie mit anderen Komponenten, Kompositionen und nicht-SCA Software kommu-
nizieren können. Komponenten bieten dabei Services an und beziehen Services anderer
Komponenten. Kompositionen werden innerhalb einer Domäne zu einer Businesseinheit
zusammengefasst. Eine Domäne kann sich über verschiedene Prozesse auf mehreren Ma-
schinen erstrecken, also verteilt. Komponenten bzw. Kompositionen, die Softwarecode
implementieren, werden mit Hilfe von XML Dateien (im SCDL Format) konfiguriert. Die
Entkoppelung der Konfiguration vom Code hat den Vorteil, dass bei Änderungen keine
einzige Zeile Code geändert werden muss, sondern nur die Konfigurationsdatei.
Mit der Spezifikation von SDO wird eine Methode eingeführt, die für die weitere SCA
Entwicklung nicht ohne Bedeutung sein wird. SDO vereinfacht und vereinheitlicht den
Datenzugriff heterogener Datenquellen. SDO trennt Applikationscode von der Implemen-
tierung des Datenzugriffs. SDO verzichtet dabei auf eine bestimmte Datenabfragesprache
und auf ein bestimmtes Datenbank Backend, um möglichst flexibel zu bleiben. SDO stellt
dabei vier Komponenten zur Verfügung, die die Spezifikation wiederspiegeln: das Daten-
objekt, der Datengraph, Metadaten und den Datenzugriffservice. Der Datengraph enthält
alle Datenobjekte und Datenänderungen. Datenobjekte bilden die eigentlichen Daten ab
und stellen eine eigene API zur Verfügung, mit der die Objekte gelesen und geändert
werden können. Metadaten repräsentieren Informationen über Datenobjekte wie z.B. Da-
tentyp, Datenrelationen und Bedingungen. Dem Datenzugriffservice obliegt die Verant-
wortlichkeit der Kommunikation mit der Datenquelle: der Datenzugriffservice erstellt den
Datengraph basierend auf den Informationen der Datenquelle und vollzieht Änderungen
auf der Datenquelle.
SCA braucht eine entsprechende Laufzeitumgebung, um ausgeführt werden zu können. Die
SCA Spezifikation gibt dabei nicht vor, wie eine Laufzeitumgebung implementiert wer-
den soll. In der vorliegenden Arbeit wurden drei Hersteller von SCA Laufzeitumgebungen
vorgestellt: Apache Tuscany, Metaform Systems Fabric3 und Paremus Service Fabric (ehe-
mals Newton Framework). Alle drei Implementierungen bieten von Haus aus zahlreiche
Erweiterungen an und ermöglichen den Entwicklern eigene Erweiterungen herzustellen.
Erweiterungen stellen dabei Kommunikationsprotokolle und Datenanbindungsmehtoden
dar. Apache Tuscany ist die einzige Implementierung, die SDO als Erweiterung in der
Auslieferung beinhaltet. Die drei Implementierungen lassen sich auf diversen Hosts inte-
grieren und können auch auf verteilten Systemen (z.B. in einer Cloud) verwendet werden.
Paremus Service Fabric stellt für die Verwendung in einer Cloud zusätzliche Tools zur
Verwaltung und Integration zur Verfügung.
Unbestritten ist, dass SOA im Vormarsch ist und noch grössere Bedeutung in der Soft-
warentwicklung erlangen wird. Ob SCA dabei eine wichtige Rolle spielen wird und falls
ja, welche, ist heute noch ungewiss. Das Konzept dieser Architektur verspricht jedenfalls
einiges.
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