
Abstract — IP traffic measurements form the basis of

several network management tasks, such as accounting,

planning, intrusion detection, and charging. High-speed

network links challenge traditional IP traffic analysis tools

with their high amount of carried data that needs to be pro-

cessed within a small amount of time. Centralized traffic

measurements for high-speed links typically require high-

performance capturing hardware that usually comes with a

high cost. Software-based capturing solutions, such as libp-

cap or PFRING, cannot cope with those high data rates and

experience high packet losses. 

Thus, this paper proposes a scalable architecture and its

implementation for Distributed Packet Capturing (DiCAP)

based on inexpensive off-the-shelf hardware running Linux

operating system. The prototype designed has been tested

as an implementation and was evaluated against other

Linux capturing tools. The evaluation shows that DiCAP

can perform loss-less IP packet header capture at high-

speed packet rates when used alone and that it can highly

improve the performance of libpcap of PFRING when used

in combination with those.

I.  INTRODUCTION

During the last decade, IP networking has constantly grown

in popularity. Traditional services that have been deployed

over dedicated network infrastructures (such as telephony,

radio, or television) have slowly switched to IP. The “every-

thing-over-IP” approach had a direct impact on the network

operators, as with each new carried service the amount of car-

ried traffic increased significantly [12]. Such traffic increases

highly impact the ability of network operators to perform traf-

fic analysis, which they require for understanding the type of

traffic they carry. Traffic profiling within a network operator is

particularly important in order to provide better quality ser-

vices, charge users based on the traffic they generate, plan net-

work upgrades, or detect malicious traffic.

One of the key operations in analysis of IP traffic is captur-

ing the traffic from a network link. This paper differentiates

clearly between traffic capturing and traffic analysis and covers

the traffic capturing aspect only. IP traffic capturing determines

the process of retrieving data from the network link, while traf-

fic analysis defines the process of inspecting that data. Often,

in IP traffic analysis (e.g. Bro [2] and Snort [22] Intrusion

Detection Systems), the analyzing device is also responsible

for capturing the network traffic. As link bandwidths continu-

ously increased over the last decade at a higher rate compared

to CPU (Central Processing Unit) and memory speed, such an

approach became unfeasible for high-speed links. Sampling is

seen as one solution to leverage this gap as proposed by [4],

[5], [8], or [9]. By sampling, a traffic analysis system (such as

Intrusion Detection Systems or IP flow exporting device) only

looks at a fraction of packets and makes its calculations and

decisions based on that set. The main drawback of sampling is

the decrease in accuracy of the results in the system using sam-

pling. Other papers, such as [19] and [1], have shown that

packet sampling decreases the accuracy of traffic analysis

results. In those particular cases it was shown that sampling

degrades the quality of the Intrusion Detection Systems (IDS)

algorithms which were investigated. 

In order to address the problem of sampling, the DaSAHIT

(Distributed and Scalable Architecture for High-Speed IP Traf-

fic Analysis) [6] project proposes a distributed architecture for

IP traffic analysis on high-speed links by using the combined

resources of multiple standard PCs. DiCAP represents one

component of DaSAHIT responsible with the capture of IP

packets at high packet rates.

The main idea of DiCAP is to distribute the analysis work to

multiple devices in order to avoid using sampling, or to maxi-

mize the number of packets that are sampled, when sampling is

used. During early investigations of this work, it was observed

that when using a standard PC and standard Linux packet cap-

ture libraries, the capturing performance for links with high

packet rates was very limited. Therefore, DiCAP was designed

in order to cope with high packet rates by distributing the traf-

fic load between several PCs which capture packets in parallel.

One of the main problems of capturing and analyzing pack-

ets on high-speed links is the very short time that may be spent

handling a single packet. As shown in [15], 44% of the IP traf-

fic observed on an Internet Service Provider (ISP) in today’s

Internet is made of packets with sizes between 40 and 100

bytes. Assuming a 10 Gbps Ethernet link, fully loaded with 64

byte packets, which are very common in voice over IP (VoIP)

applications, this would translate into approximately 20 mil-

lion packets per second, or approximately 50 ns for handling a

single packet by the packet capturer. Capturing packets on high

speed links requires high-performance memory, typically

exceeding the current speed of DRAM (Dynamic Random

Access Memory) memory existing in standard PCs. Dedicated

capturing cards, such as Endace’s DAG cards [11], make use of

the faster, more expensive SRAM (Static Random Access

Memory) memory, and are able to capture at those high packet

rates, but they typically come at much higher prices. DiCAP is

primarily designed to achieve high capture rates by using a

scalable architecture, which is able to combine the resources of
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multiple inexpensive, off-the-shelf Linux machines. Addition-

ally, due to its simple design, DiCAP offers a scalable traffic

capture solution that could be easily embedded in cheaper

hardware capture cards. 

The main contribution of this paper is to present the design

and prototypical implementation of a distributed platform for

packet capturing at high packet rates. Based on the empirical

evaluation of the implemented prototype, distributing the

packet capturing task among several nodes can highly improve

the rate at which packets are captured. 

The remainder of the paper is organized as follows. Section

II gives an overview of existing packet capturing techniques

and identifies drawbacks that led to the work presented here.

Section III outlines the DiCAP architecture, including its com-

ponents and protocols. Furthermore, implementation details

are given in Section IV, while Section V evaluates DiCAP by

comparing it with widely used Linux capturing tools. Finally,

Section VI concludes this paper and shows possible future

directions for improving DiCAP. 

II.  RELATED WORK

Major research was done in the field of packet sampling and

flow sampling, such as within [4], [5], and [15], in order to sig-

nificantly reduce the amount of data that needs to be processed,

while keeping the error of the sampling estimations within low

limits. In [23], a comprehensive overview is given, which

addresses different sampling techniques used in traffic moni-

toring. Although those sampling proposals alleviate computa-

tional requirements of high-speed packet processing, sampling

mechanisms are not very accurate in some scenarios, where

complete information, such as an IDS or a usage-based charg-

ing systems, is required. [19] and [1] have shown that the sam-

pling rate directly impacts the quality of intrusion detection.

[10] shows that sampling may also decrease the revenue of net-

work operators, or it may artificially increase users’ bills, when

the sampled data is used for charging. 

Distributed architectures have already been proposed for

dedicated network monitoring tasks. The authors of [8] pro-

pose an approach in which a packet is processed either by a

single router, either by all the routers on the packet’s path.

However, this solution does not provide any guarantees that a

packet will always reach a router responsible with its capture.

In [16], a distributed packet capturing architecture is proposed

based on a high-performance machine that splits the IP traffic

across multiple capture nodes. A similar approach is found in

[14]. An important drawback of the distribution solutions pro-

posed in [16] and [14] is the requirement of a high-perform-

ance node, that is able to split traffic across several capture

nodes. Another drawback of these solutions is the single point

of failure. If the distribution node fails, none of the capture

nodes can receive any traffic. Another distributed approach,

targeted towards analysing web traffic, was proposed in [20].

In that approach the authors maximize the capture rate of their

solution by dropping all packets other than HTTP [13] packets. 

One of the widely used software tools in the research labs,

for packet capturing, is the libpcap [24] library, which is also

used by the tcpdump [24] and wireshark [25] applications. A

more performing version of libpcap is libpcap-PFRING [17]

developed within the Ntop [21] project. As the evaluation of

libpcap and libpcap-PFRING shows in Section V, their per-

formance decreases at high packet rates. This decrease in per-

formance is mainly caused due to the high CPU and memory

usage caused by the kernel involvement in the packet capture

at multiple layers. 

III.  DISTRIBUTED PACKET CAPTURING

Packet capturing performance on high speed network links is

highly influenced by the performance of the capturing hard-

ware and software. Two limiting factors for packet capture

tools are the memory and CPU speed on the capturing node.

The higher the packet rate on the network link, the less time

available for capturing and analysis of a single packet. As the

evaluation of this paper shows, the capturing performance of a

Linux machine drops at high packet rates. 

Those distribution approaches presented in Section II, either

require dedicated hardware, either are dedicated for a particular

protocol, or use sampling. DiCAP proposes a scalable distrib-

uted packet capturing architecture based on common, inexpen-

sive hardware. DiCAP is neither designed for a particular

protocol, nor is its usage bound to a particular scenario. Its

architecture allows it to be used alone, for capturing packet

headers at high packet rates, or in combination with other

Linux capturing tools, such as libpcap or libpcap-PFRING, in

order to increase their capturing performance.

The main idea of DiCAP is to split the packet capturing load

among several self-organizing capture nodes placed on the net-

work link and have each of them “sample” the traffic in such a

way that no two capturing nodes capture the same packet.

DiCAP allows for scalable packet capturing by increasing the

number of capture nodes, when the increase of traffic requires. 

The performance of existing software-based packet captur-

ing tools, such as libpcap or libpcap-PFRING, decreases at

very high packet rates, even on Gigabit Ethernet links, as

observed during the evaluation of this paper. The performance

decrease is due to the processing of each packet by the kernel

at several layers. By parallelizing the packet capture, the num-

ber of packets captured by a single node is decreased, thus, the

time available to process a single packet is higher and chances

to drop packets due to lack of resources is smaller. 
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Figure 1: DiCAP Architecture



The DiCAP architecture (cf. Figure 1) is made of several

capture nodes, which are organized within a capture cluster.

The capture nodes are coordinated by a node coordinator. The

node coordinator controls the capturing process by configuring

the rules that each capture node has to follow during the cap-

ture process.. The architecture shows a single logical compo-

nent for the coordination task, but, for increased robustness,

secondary node coordinators could be present, in order to take

over the coordination, in case the main coordinator crashes. In

case multiple coordinators are used in parallel only a single one

actively coordinates the capture nodes. 

Moreover, the active node coordinator constantly informs

the other coordinators about the topology of capture nodes.

Whenever such a synchronization message fails to be received

by the other coordinators, an election mechanism chooses

which of the other coordinators will become the new active

node coordinator. 

The packet data analyzer may be used to receive capture

traffic from the capture nodes and further analyze it. Similarly

to the node coordinator, the packet data analyzer may be dis-

tributed. Besides the increase in robustness, distributing the

packet data analyzer can also be used for load balancing. In

this case, the capture nodes are informed which are all the

packet data analyzers and may randomly select one to which to

send the captured data. Live traffic observed on a high-speed

network link is mirrored to a capturing cluster which is com-

posed of several capture nodes. 

The mirroring device is a central component of DiCAP and

its failure may cause the whole network of capture nodes to

stop operating. However, the mirroring may be the same device

as one of the two routers on the main link, so if that device

fails, there will be no traffic to be mirrored anyway. Each of the

capture nodes has two network interfaces: a passive network

interface, on which live traffic is received from the mirrored

link, and an active interface, that is used to communicate with

the node coordinator(s) and the packet data analyzer(s). 

A.  Operation

Each capture node in DiCAP has a 32 bit nodeID. The

nodeID is used to uniquely identify the capture node within the

cluster of capturing nodes. Once a nodeID was generated, the

capture node needs to associate with a node coordinator. A

capture node may be preconfigured with details of a node

coordinator, or those details may be transmitted from time to

time by the node coordinator using multicast. 

During the association process, the nodeID is sent to the

node coordinator in a join message. Once the node coordinator

receives the join message, it adds the corresponding nodeID to

its list of known active capture nodes. Additionally, the node

coordinator informs the whole capturing cluster about the

updated cluster topology. The node coordinator has the task of

informing capture nodes which packets they need to capture,

based on one of the two mechanisms described in Section

III.C. 

For keeping a consistent view on the cluster of capture

nodes, each capture node sends one heartbeat message every 5

seconds to the node coordinator. If the node coordinator does

not receive a heartbeat message for 15 seconds from one of the

capture nodes, that capture node is assumed offline and it is

removed by the node coordinator from the list of active capture

nodes. 

B.  Logical Topology of the Capture Cluster

The logical topology of the capture cluster may be seen as a

bus and it is created based on a distributed algorithm, which is

coordinated by the node coordinator. Each capture node

decides what packets it has to capture, based on the rules

received from the node coordinator. For making this decision,

DiCAP provides two options: round-robin selection and hash-

based selection. 

In the round-robin selection mode, capturing nodes are logi-

cally organized in a circular list. Each node knows how many

active capture nodes are in that circular list and also knows its

position in that list. For each incoming packet only a single

node is the responsible capture node. That node captures the

packet, while the next node in the circular list becomes the new

responsible capture node.

In hash-based selection, the capturing nodes form a Distrib-

uted Hash Table (DHT), so that each node is responsible with a

particular range of hash values. For every incoming packet,

each capturing node applies a deterministic hash function on a

subset of the packet header fields and captures the packet if the

resulting value is in its range of responsibility. A more detailed

explanation of the two selection mechanisms is given in Sec-

tion III.C. 

The packet selection algorithm highly impacts the way the

capture load is distributed among the capture nodes. The

round-robin selection allows for a perfect distribution of work-

load, but it requires injection of control packets by the node

coordinator into the monitored traffic. The hash-based

selection can be totally passive with respect to the monitored

traffic, but it has two disadvantages:

• A hash function which equally distributes traffic in any 

condition is difficult to find. 

• Calculating a hash for each packet is more computational-

intensive than just increasing a counter (as in round-robin 

selection).

The type of selection to be used, as well as other manage-

ment information, is communicated to capture nodes by the

node coordinator using so-called control messages (cf. Figure

2). Based on different message types exchanged between cap-

ture nodes and the node coordinator, a generic control message

format has been defined. 

Each control message contains a type (TYP) field, which

specifies the control message type. Three types of control mes-

sages have been defined for DiCAP: join, accept, and topology

update. The information in the control message is organized in

AVPs (Attribute-Value-Pairs). Just after the type field of the

control message, the length (LEN) field specifies how many

AVPs are contained within the control message. Figure 2 also

shows the format of an AVP. An 8 bit code specifies the attri-

bute type and it is followed by a 32 bit value for that attribute. 



Figure 3 shows the different type of AVPs defined for

DiCAP. The Node ID AVP is used in all three control mes-

sages. In the join message, Node ID specifies the capture node

identifier for a new node that wants to join the capture cluster.

In the accept message, Node ID specifies the intended capture

node for which the accept is issued. In the topology

update message, a list of Node IDs is used to define the topol-

ogy of the capture cluster. The Coordinator IP and Coordina-

tor Port AVPs are used to inform the capture nodes about

which IP address and port number the synchronization mes-

sages will use as a source. The Analyzer IP and Analyzer

Port specify the IP address and the port number where cap-

tured data should be relayed to for further analysis. The Selec-

tion Type AVP specifies which type of selection the capture

nodes should use (round robin or hash-based selection). 

C.  Synchronization

The node coordinator maintains a list of nodeIDs for the

active capture nodes. Each of those nodeIDs is kept in the list

for as long as the node coordinator receives heartbeat mes-

sages from the respective capture node. Regular updates are

sent by the node coordinator to all capture nodes to inform

them about the topology of the capture cluster. Based on the

topology and the selection method, each node then decides by

itself which packets it has to capture. 

In the round-robin selection, the topology update control

messages are sent in-line, as packets injected in the monitored

traffic. Topology update messages may be sent every N sec-

onds, or, whenever the node coordinator learns about a new

active capture node, or detects that a capture node is down.

The update message contains a list with the node IDs of all

active capture nodes. Upon the receipt of such an update mes-

sage, each capture node knows about the total number of cap-

ture nodes (N) and it's own current position (Pi) in the list of

capture nodes. A packet counter C is reset to 0 by the receipt of

a topology update control packet. The packet counter is incre-

mented with each packet seen on the wire. A capturer captures

a packet if, after the receipt of the packet, the following equa-

tion holds true: 

C mod N = Pi 

The round-robin capture mechanism is also depicted in Fig-

ure 4. The figure assumes that the capture node is the third

node in the list of capturers. Once it receives the topology

update message, it resets the counter C to 0. The figure shows

that the first two packets are dropped, while the third one is

captured. The counter shall be again set to 0 upon the receipt of

the next topology update message. 

In order for this mechanism to work, it is required that each

capturer receives all packets in the same order. The mirroring

device needs to ensure that the traffic is sent in the same order

on all ports which forward the mirrored data. If such a system

that assures that all capturers receive the packets in the same

order cannot be satisfied, the decision to capture a packet needs

to be taken based on a deterministic hash function which is

applied to a subset of the header fields of each IP packet. In

this case, each capture node captures the packet if and only if

the result of the applied hash function is a particular value for

which the node is responsible.

As the hash values determine which node captures a particu-

lar packet, in order to fairly distribute the workload between

the different capture nodes in this second approach, the hash

values generated by the chosen hash function need to follow as

close as possible a uniform distribution function. One obvious

choice would be to apply the hash function on the IP address

and port number fields in the IP header, but that has the big dis-

advantage that in situations in which an increased amount of

traffic flows to/from the same IP address/port number, such as

large data flows or denial-of-service attacks, the node responsi-

ble for the respective IP address or port number gets over-

loaded. In order to avoid such situations, DiCAP uses a hash

function which is applied to the identifier field of the IP packet

header. The identification field of each IP packet contains a 16

bit value that is used to identify the fragments of one datagram

from those of another. The IP protocol specification requires

that the value must be unique for each source-destination pair

and protocol, for as long as the datagram will be active in the

Internet. Supposing the identifier value for a packet is I, there

are N capture nodes, and the position of the current capture

node in the capture node list is Pi, the packet is captured if and

only if:
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hash(I) mod N = Pi

The main advantage of this approach is that synchronization

between the capturers is not as tight as in the round-robin

approach. In this case, the capture nodes only need to have the

topology synchronized, while the order of packets they see on

the link does not have to be identical. As topology update mes-

sages arrive on a separate data channel, it might be possible

that these messages are not received at the same time by all

capture nodes, which may lead to an inconsistent view on the

topology of capture nodes network. In order to address this

issue each topology update message carries a validity start

AVP which specifies from when the new topology should be

used. This mechanism is provided in order to allow all capture

nodes to switch the topology at the same time. 

A disadvantage, however, may be the use of the identifier

field, which may not lead to an equal distribution of capture

responsibility among the different capture nodes. During the

evaluation of DiCAP, tests have been performed to see how

good the use of the identified field would be for balancing the

load. The results of those tests are detailed in Section V.

D.  Operation Modes

The design of DiCAP allows for two modes of operation: a

distracted capture mode and a distribution mode. The distrib-

uted capture mode strictly follows the architecture described in

Figure 1 while the distribution mode is depicted in Figure 5. In

distributed capture mode, the capture nodes capture packet

headers from the monitored link and send those headers to a

packet data analyzer. A drawback of this approach is that only

the information in these packet headers is collected, while the

payload is dropped. In order to address this issue, the distribu-

tion mode is introduced and depicted in Figure 5. In this opera-

tion mode the packet capture is not done in the DiCAP module,

but by using other tools such as libpcap. DiCAP is only used to

distribute the workload between several libpcap instances. In

this mode, if a capture node decides to capture the current

packet, its DiCAP module allows that packet to be forwarded

to libpcap. Otherwise, the packet is dropped. 

IV.  IMPLEMENTATION

The DiCAP prototype was implemented in C and C++ under

Linux. It consists of a Linux kernel module, called DiCAP

module, that runs on each capturing node, a coordinator node,

that is used to synchronize the capturing nodes, and a packet

data analyzer, which collects all the packet headers captured by

the capture nodes. For implementing the Linux kernel module,

version 2.6.16 of the Linux kernel was chosen.

In order to maximize the performance, the DiCAP kernel

module was implemented as low as possible in the kernel net-

working stack, in order to drop as early as possible uninterest-

ing packets, for reducing as much as possible packet the

handling performed by the kernel. The architecture of a

DiCAP-enabled Linux kernel is depicted in Figure 6. 

Traditionally, each packet captured by the network interface

card (NIC) is forwarded to the NIC driver, which allocates a

memory structure (sk_buff) for the packet, copies the packet

data in this memory structure, and then forwards the sk_buff

data structure to the Linux kernel. The DiCAP module was

placed within the NIC driver, so that packets for which the cap-

turing node is not responsible are dropped before their corre-

sponding sk_buff structure is created. Similar architectural

approaches have been proposed for other network monitoring

projects, such as [7], in order to achieve fast processing of net-

work packets. 

Having the DiCAP module called by the NIC driver makes

the implementation device-dependent, but the modification of

the driver is so small it can be easily ported to any other NIC

driver. For the evaluation of DiCAP, the network card used was

a 1 Gigabit Ethernet Broadcom Corporation NetXtreme

BCM5721 card [3]. 

As Figure 6 shows, the DiCAP module consists of three

main components: a packet processor, a packet data forwarder,

and a management unit. As Section III.D has shown, DiCAP

may be re used in two modes: a distribution capture mode and

a distribution mode. The implementation details for two modes

are further detailed in the following subsections.

A.  Distributed Capture Mode

In the distributed capture mode, the DiCAP kernel module

distributively captures IP packet headers and sends them to a

packet data analyzer. 

The packet processor has the task of deciding whether a

packet is going to be captured or not. It receives a packet from

the NIC and first it checks on which interface the packet was

received. If it was not received on the monitoring interface, the

packet processor does not handle it and informs the NIC driver

to deliver the packet to the Linux kernel. If the packet was

received on the monitoring interface, based on one of the rules

described in Section III.C, each capture node will do one of the

following: 
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• If the packet is to be captured locally, the packet data (in 

the prototype version the packet header) is sent to the 

packet data forwarder, while the NIC driver is instructed 

to drop the packet.

• If the packet is not within the responsibility of the current 

capture node, the NIC driver is instructed to drop the 

packet. 

The packet data forwarder has the task of sending the cap-

tured data to a packet analyzer. In the implemented prototype it

stores in a buffer the first 52 bytes of each packet, including the

IP and transport layer headers. Once the buffer is filled, it is

sent via UDP to a packet data analyzer. The reason for using

UDP is to reduce as much as possible the burden on the capture

nodes, so that most of the resources may be spent on capturing

the packet headers. If TCP is desired to be used, in order to

make sure that no packet headers are lost betweem the capture

nodes and the packet data analyzer node, the prototype can be

easily extended to support TCP or SCTP between the capture

nodes and the packet data analyzer. In the current implementa-

tion, in each packet sent to the packet data analyzer there are

28 packet headers.

The management unit performs maintenance tasks. It is

implemented as a separate kernel thread. The management unit

maintains communication with the node coordinator and gets

from time to time the current topology of the capturing net-

work, as well as information about the address (or addresses)

of packet analyzers. 

B.  Distribution Mode

When working in distribution mode, the DiCAP kernel mod-

ule has the task of distributing the packet capturing task

between several nodes but does not perform the packet capture.

Instead, packet capture takes place in higher level libraries,

such as libpcap. As a result, the packet forwarder is not

needed, and thus not used, in this mode.

While the management unit has a similar task as in the dis-

tributed capture mode, the packet processor has a slightly dif-

ferent behavior. For each incoming packet, the packet

processor decides whether that packet is going to be locally

processed or not. If the packet is going to be locally processed,

the NIC driver is informed to forward the packet to the Linux

kernel. Otherwise the NIC driver is informed to drop the

packet.

V.  EVALUATION

In order to evaluate DiCAP, a set of performance tests have

been performed. As the evaluation shows, DiCAP offers a con-

siderable performance improvement for Linux-based packet

capture applications. The goal of the evaluation was to investi-

gate what are the limitations of existing capturing tools (libp-

cap and libpcap-PFRING) and how DiCAP compares to them.

Additionally, for applications that require more than the packet

headers, DiCAP was used in distribution mode, as a distributed

capture coordinator for libpcap, and the combined performance

of DiCAP and libpcap has been evaluated. The hardware used

for evaluation was made of single-core Pentium 4 nodes each

running at 3.6 GHz, each having 2 GB RAM and each being

connected to two Gigabit Ethernet networks: one for receiving

mirrored traffic and the other used for the communication with

the coordinator node. The packet data analyzer and the capture

nodes shared a dedicated LAN, so the extra traffic did not

affect the existing traffic on the mirrored link. The network

traffic was generated using the linux kernel packet generator

pktgen [18]. In order to achieve the desired packet rates, two

nodes have been used to generate traffic. In addition, the

packet rate was also controlled by modifying the packet sizes.

The first experiment compares the capturing performance of

libpcap, libpcap-PF_RING and DiCAP on a single node at dif-

ferent packet rates. For the tests involving th libpcap and

PF_RING libraries, a sample application was developed, that

counted the number of packets that were captured by those

libraries. After each packet was captured and the counter incre-

mented, the data was discarded. For testing DiCAP, the packet

headers of each observed packet were sent to a packet data

analyzer node, which counted the number of packet headers

received. As the purpose of the test was to evaluate the perfor-

mance on a single node, DiCAP was configured to capture

every packet observed on the link by a single node. Table 1

shows that the performance of both libpcap and libpcap-

PF_RING is significantly affected by high packet rates. The

loss rate in both cases was beyond 90% at 620.000 packets per

second (pps). That rate was achieved by using 72 Byte packets,

which filled about 38% of the link capacity (376 Mbps).

DiCAP experienced no loss at any packet rate, showing it is the

best solution out of the three evaluated for capturing packet

headers at very high packet rates. 

A second test was performed to check the empirical distribu-

tion of values for the identifier field of the IP packet header. As

distribution of load in the capturing network is based on those

values of the identifier field value, it is important to check if

those values follow a uniform discrete distribution. For this

test, traffic from a real network link was captured for two hours

and a histogram was drawn. The total number of packets cap-

tured in that interval was 30 million packets. 

The result is shown in Figure 7. The result is slightly differ-

ent than a roughly uniform distribution that was expected. The

range of values for the identification field is 0 to 65355. The

result of these test shows that two intervals cause the graphic

TABLE 1 - Packet Loss during Capture on a 

Pentium 4 @ 3.6 GHz, 2 GB RAM, 1 GB Ethernet

Packet Rate
libpcap 

Loss

PFRING 

Loss

DiCAP 

Loss

119 Kpps 0% 0% 0%

232 Kpps 10% 1% 0%

380 Kpps 75% 28% 0%

492 Kpps 90% 83% 0%

620 Kpps 93% 96% 0%

Kpps = thousand packets per second



not to show a uniform distribution function: 0 to 100 and

47.000 to 54.000.

One conclusion that can be drawn from these results is that

using the IP identification field in order to decide which pack-

ets to capture at each capture node may not necessarily lead to

a perfect load balance. However, the approach is still accept-

able, as the total number of packets that were outside the uni-

form distribution function was below 5%. This observation

does not impact other performance results of DiCAP, since the

DiCAP prototype used for evaluation was based on the round-

robin selection approach. 

The third test investigates how DiCAP running in distribu-

tion mode works in combination with libpcap. During this test,

the capturing capability of DiCAP has been disabled. Instead

of capturing the packet header, in this test DiCAP lets the

selected packets pass through the kernel, so that libpcap can

capture them. Three tests have been performed, each using dif-

ferent packet sizes: 40 Byte, 256 Byte, and 512 Byte. The cor-

responding packet rates were: 625 Kpps, 480 Kpps, and

270 Kpps. 

Each test consisted out of three parts. In the first measure-

ment it was observed what percentage of the total number of

packets sent by the packet generator are received by the libp-

cap application running on one capturing node with an unmod-

ified Linux kernel. In the second measurement, a setup with

two capturing nodes, each running DiCAP and libpcap, was

prepared and the percentage of the captured packets was

recorded. The third measurement was performed similarly to

the second one, but with four capture nodes instead of two. The

results of this test are shown in Figure 8. 

Figure 8 shows that with a traditional libpcap the maximum

number of packets captured is around 50% for packet sizes of

512 Byte. Lower loss rates were expected at larger packet sizes

as the packet rate for these is lower. It can be observed that

with two capture nodes running libpcap in parallel using

DiCAP the capture rate was doubled for small packets and was

increased more than 5 times for packet sizes of 256 Byte.

With just two capture nodes it was possible to capture all

packets of 512 Byte. With four capture nodes running in paral-

lel libpcap the capture rate for very small packets (40 Byte)

increased tenfold while for 256 Byte packets the capture rate

was 100%. Another test not shown in the figure shows that

with five parallel capture nodes a capture rate of 100% can be

achieved even for the 40 Byte packet sizes. 

As the first test shows DiCAP can perform loss-less packet

capture at high-speed packet rates using Linux. If one may say

that the usability of the system in such a way is reduced as just

the IP and transport header values are captured, the third test

shows that DiCAP may be used easily with other capture tools

in order to highly improve their performance. The authors see

the main advantage of DiCAP not only in the observed perfor-

mance boosts, but also in its scalable architecture that allows

for combined resources of multiple nodes to be used together

more efficiently. 

VI.  SUMMARY AND CONCLUSIONS

This paper presented the design, prototypical implementa-

tion, and evaluation of DiCAP, an architecture for distributed

IP packet capturing. DiCAP does not require any dedicated

hardware, which makes it a cost-effective solution for captur-

ing IP packet headers at high packet rates. The evaluation

results show that when used for capturing IP packet headers on

a single machine, DiCAP experiences no loss at high packet

rates, whereas libpcap and libpcap-RING experience up to

96% packet loss at the same packet rates.

An important characteristic of DiCAP is the possibility of

being used in parallel with other packet capturing tools, such as

libpcap or libpcap_PFRING, in order to increase their perfor-

mance, by distributing their workload across several nodes.

Such a combination is required for scenarios in which payload

data is required to be analyzed. In such a setup, the evaluation

has shown performance increases of up to 500%, when two

capture nodes, using libpcap and DiCAP, were used in parallel,

and up to 700%, when four capture nodes were used in paral-

lel. Being implemented as a LINUX open-source project,

DiCAP can easily be extended with further functionality. 

The scalable architecture of DiCAP allows network profes-

sionals dealing with network measurements to increase

strongly the performance of their measurements by adding new

resources into the packet capturing infrastructure. The simplic-

ity of the design allows DiCAP to be easily implemented in
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hardware, leading towards a hardware dedicated packet capture

cluster architecture. 

Further improvement of DiCAP performance might be

achieved by making use of the existing ring buffers on the net-

work interface cards. Future work shall investigate how the

integration of those ring buffers into the DiCAP architecture

may improve its performance. In addition, future work shall

also concentrate on finding more suitable hashing functions for

selection of packets.
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